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Abstract. Recent public calls for the development of explainable and
verifiable AI led to a growing interest in formal verification and repair of
machine-learned models. Despite the impressive progress that the learn-
ing community has made, models such as deep neural networks remain
vulnerable to adversarial attacks, and their sheer size still represents a
major obstacle to formal analysis. In this paper, we present our current
efforts to tackle repair of deep convolutional neural networks using ideas
borrowed from Transfer Learning. Using preliminary results obtained on
toy architectures, we show how models of deep convolutional neural net-
works can be transformed into simpler ones preserving their accuracy,
and we discuss how formal repair could benefit from this process.

Keywords: Transfer Learning · Network Repair · Convex Optimization.

1 Introduction

The need for the development of explainable and verifiable AI has been put for-
ward in a number of public events, e.g., the Workshop on Explainable AI held at
IJCAI 20174, and research programs, e.g., the DARPA program on Explainable
Artificial Intelligence.5 These “calls to arms” did not go unanswered, originating
several related research streams. Among them, particularly vibrant is the one
concerned with automated verification and repair of machine-learned models. Al-
beit the first contribution in this direction appeared about ten years ago [15], a
recent extensive survey [5] cites more than 200 papers, most of which published
in the last three years. In particular, there is high interest in verifying Deep
Neural Networks (DNNs): their adoption and successful application in various
domains have made them one of the most popular machine-learned models to
date — see, e.g., [22] on image classification, [24] on speech recognition, and [9]
for the general principles and a catalog of success stories.

4 http://home.earthlink.net/ dwaha/research/meetings/ijcai17-xai/
5 https://www.darpa.mil/program/explainable-artificial-intelligence
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Despite the impressive progress that the learning community has made in the
field, it is well known — see, e.g., [21, 3] — that DNNs can be vulnerable to adver-
sarial perturbations, i.e., minimal changes to correctly classified input data that
cause a network to respond in unexpected and incorrect ways. Independently
from the accuracy of a network, the vulnerability to adversarial attacks calls for
techniques to improve robustness and guarantee desired properties. Repair [15,
16, 10, 4] is one such technique, whereby we seek to adjust the parameters of the
network in order to formally guarantee that the network will respond correctly
even in the presence of adversarial perturbations. In practice, the sheer size of
these models still represents a major obstacle to formal analysis of any kind.
Typical state of the art neural networks for tasks like image classification have
more than a hundred millions of parameters [20], which makes off-the-shelf tech-
niques hardly applicable. Most methods which have been more of less successfully
applied to analyze high dimensional networks are limited to verification and do
not consider repair. Furthermore, they leverage specific features of networks’
architectures [7], or develop new ad-hoc verification methods [6], or attempt to
leverage hybrid hardware technologies [18].

In this paper we focus on the repair of Convolutional Neural Networks
(CNNs), a type of DNN mainly used in computer vision — see [11] for a survey
related to DNN architectures and their applications. In particular, we discuss
our current efforts to repair CNNs using ideas borrowed from Transfer Learning
(TL) [23]. In general, TL is the improvement of learning in a new task through
the transfer of knowledge from a related task that has already been learned.
As posited in [19], the idea is to keep the convolutional part of the network as
a learned feature extractor, and then replace the final classification layer with
one featuring less parameters and/or a smaller model complexity. Noticeably,
the replacement may yield networks whose accuracy is comparable with the one
of the original DNNs, yet more amenable to formal analysis. While there are
some contributions in the scientific literature related to the verification of CNNs
(see, e.g., [8]), to the extent of our knowledge, this is the first time that TL is
leveraged in order to repair a CNN. Using preliminary results obtained on toy
architectures and learning problems, we show how this technique could be lever-
aged to transform possibly intractable models of CNNs into tractable ones and
discuss how repair could benefit from this process. Since we replace nonlinear
layers with linear ones, we are able to define a repair procedure as a convex
optimization problem — as done in [4] for kernel-based learning models. The
resulting problem can be solved with off-the-shelf tools — cvxopt6 in our case.

The rest of the paper is structured as follows. In Section 2 we give an overview
of CNNs, and on the methodology we use to simplify them inspired to TL. In
Section 3 we show some preliminary experiments on the MNIST7 and CIFAR108

datasets and we discuss the obtained results. We conclude the paper with some
final remarks and our future research agenda in Section 4.

6 https://cvxopt.org/index.html
7 http://yann.lecun.com/exdb/mnist/
8 https://www.cs.toronto.edu/ kriz/cifar.html
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Fig. 1. Generic architecture of a fully connected DNN with 3 hidden layers (left) and
graphics representation of a local receptive field (right). The images are taken from [12].

2 Preliminaries

2.1 Convolutional Neural Networks

According to [9], representation learning “is a set of methods that allows a ma-
chine to be fed with raw data and to automatically discover the representations
needed for detection of classification”. DNNs are representation learning mod-
els characterized by multiple levels of representation, obtained by composing
several non-linear modules. Each module transforms the representation at one
level (starting with raw input) into the next, more abstract, representation. At
the heart of every DNN lie the “classical” neural network modules as shown in
Figure 1 (left) whose mathematical formulation can be expressed in a recursive
matricial form as:

h(1) = Φ(1)(W(1) · x + b(1))

h(i) = Φ(i)(W(i) · h(i−1) + b(i))
(1)

where Φ(i) is the activation function, W(i) ∈ Rdi×di−1 is a matrix of weights and
b(i) ∈ Rdi is the vector of the biases of the i-th layer. h(i) ∈ Rdi corresponds to
the output of the i-th layer and the range of i depends on the number of layers.
A module like this is said to be fully connected, because the weighted sum of the
outputs of each neuron in level i is fed to every neuron in level i+1, creating the
topology shown in Figure 1 (left). CNNs are a specifc kind of DNNs, tipically
adopted in computer vision applications, characterized by one or more convo-
lutional modules. The distinctive element of such modules is that they feature
connections for small, localized regions of the input vector, i.e., each neuron of
the hidden layer is connected only to a small subset of the input neurons. This
subset of the input neurons is called local receptive field of the hidden neuron.
A graphical example of a local receptive is depicted in Figure 1 (right). Another
important feature of convolutional modules is that all the local receptive fields
share the same weights and bias reducing the overall number of weights substan-
tially. In practice, each local receptive field is trained to detect a specific feature
in the input image, i.e., distinctive elements of input portions. As a consequence,
in a specific hidden layer, different sets of shared weights are used; each of these
sets is trained to detect specific feature in the image. Usually each convolutional
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module is followed by a pooling layer, which simplifies the information received.
For instance, each unit of a pooling layer could take a subset of neurons from
the previous module and select their maximum activation — an operation called
max-pooling. Since our experiments are about image classification, in the follow-
ing we consider a CNN arrangement widely adopted for this task, i.e., a series of
convolutional modules and pooling layers followed by fully connected modules.
The first part of the network can be seen as an application of a (learned) kernel
to the original input whereas the second part can be seen as the actual classifier.
For a more detailed study on Convolutional Neural Networks we refer to [12].

2.2 Transfer Learning

As mentioned in [23], TL is “the improvement of learning in a new task through
the transfer of knowledge from a related task that has already been learned”. TL
has been suggested in the context of deep learning applications — see, e.g., [19]
— where pre-trained models are used as starting points for computer vision or
natural language tasks. Since the training of DNNs requires substantial compu-
tational resources, it is often the case that reusing (parts of) pre-trained models
enables applications which would not be feasible otherwise. For instance, in [19]
a pre-trained convolutional module is extracted from a CNN and then applied
as a feature extractor in the context of an object recognition task where the
paucity of training samples would make training of the full CNN untenable. On
the other hand, combining the pre-trained convolutional module with a newly
trained classifier, makes for an effective combination, enabling to solve classi-
fication tasks that were not within the reach of the original CNN. TL and its
applications suggest the possibility of replacing some modules of a DNN which
are hardly analyzable with formal methods, with others that are more amenable
to such analysis. As long as the accuracy of the resulting network, which we call
hybrid network in the following, is close to the original DNN, one may (i) replace
the original network with the hybrid one, and (ii) fix the hybrid one instead of
the original network, should adversarial examples be found also for the hybrid
network. In particular, we build hybrid networks by collating the convolutional
module of a CNN followed by a linear Support Vector Machine (lSVM) [1], i.e.,
a classifier based on separating hyperplanes in which the distance of the hyper-
plane from the nearest samples of both classes is maximized. In our experiments
we consider multiclass lSVMs, i.e., in order to discriminate among k classes we
compute k different separating hyperplanes each one discriminating among one
class and the remaining k − 1. The input-output relation of a multiclass lSVM
is defined as follows:

f(x) = W · x + b

y = argmax(f(x))
(2)

where x ∈ Rd is the vector of the inputs, b ∈ Rk is the vector of the biases,
W ∈ Rk×d is the matrix of the weights corresponding to k lSVMs, each working
to detect one of the k classes. The function f(x) is the decision function corre-
sponding to the input x. It contains the signed distances of the input x from
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each decision hyperplane. From the definition of the decision function we can
derive the correct class y for an input x.

3 Repair of hybrid networks

3.1 Hybrid Networks

For the sake of our experiments, we have developed two CNNs and two corre-
sponding hybrid networks for each dataset considered. Given the preliminary
nature of this work, the datasets considered are CIFAR10 and MNIST, two of
the most famous basic datasets for image classification. The MNIST dataset con-
tains 60000 black-and-white images of handwritten digits whereas the CIFAR10
dataset contains 60000 color images in 10 different mutually exclusive classes;
both datasets are organized in a training and a test set, containing 50000 and
10000 images, respectively.

The network considered for the MNIST dataset (MNIST-NN) is a CNN com-
posed of 2 convolutional layers, 2 max-pooling layers and 2 fully connected layers.
In particular, considering the convolutional layers, the kernel size is 5×5 and the
stride length is equal to 1, while considering the max-pooling layers, their kernel
size is 2 × 2. The two fully connected layers have 500 and 10 hidden neurons
respectively, and the inputs of the first layer are the value generated from 800
neurons of the second max-pooling layer. The total number of parameters of the
network is 407330 and 99.5% of them are part of the fully connected layers.

The network developed for the CIFAR10 dataset (CIFAR10-NN) is a CNN
with 6 convolutional layers, 3 max-pooling layer and 3 fully connected layers.
The convolutional layers have kernel size equal to 3 × 3, stride length equal to
1, padding equal to 1 and present respectively 32, 64, 128, 128, 256 and 256
different kernels, the max-pooling layers has kernel size equal to 2 × 2. There
is a max pooling layer every 2 convolutional layer. The three fully connected
layers have 1024, 512 and 10 hidden neurons respectively and the inputs of the
first layer are the values generated from 4096 neurons of the third max-pooling
layer. The activation functions are all ReLU. The total number of parameters is
4747904 and 99.5% of them are part of the fully connected layers. The network
considered is similar to the Conv-6 network presented in [2], but our network
features a first convolutional layer with 32 kernels whereas the corresponding
layer of the Conv-6 network has 64 kernels.

In this work we have used PyTorch [13] for the implementation and training
of all the networks. The hybrid networks consist of the union of the convolutional
and max-pooling layers of the original networks with lSVM multiclass classifiers:
in this work we have used off-of-the-shelf implementations provided by scikit-
learn [14]. In particular, both for MNIST-NN and for CIFAR10-NN, we have
designed corresponding linear and non-linear hybrids: the non-linear hybrids
use as kernel the standard radial basis function. We identify the linear hybrids
as MNIST-LH and CIFAR10-LH and the non-linear hybrids as MNIST-KH and
CIFAR10-KH. All networks are trained using standard training parameters rec-
ommended respectively from PyTorch and scikit-learn documentation.
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As a preliminary experiment we have analysed the accuracy gap between
the hybrid models and the corresponding neural networks: for CIFAR10 models
our results are 85.4% (NN), 85.51% (KH) and 85.6% (LH). The accuracies of
the MNIST models are 97.12% (NN), 98.86% (KH) and 98.72% (LH). All the
accuracies were computed as the number of correctly classified images against
all the images of the test sets provided by the MNIST and CIFAR reposito-
ries. These figures tell us that, for the MNIST dataset, hybrid models can be
more accurate than the corresponding CNN, with the kernel-based hybrid be-
ing slightly more accurate than the linear one. CIFAR10 is more complex than
MNIST, nevertheless the results still hold.

3.2 Repair

The main idea behind our repair approach is to circumvent the repair of CNNs
and attempt to repair the corresponding hybrid networks instead. To repair hy-
brid networks, we generate adversarial examples for them, and then we solve an
optimization problem in the space of the network’s parameter, with the objec-
tive to reduce as much as possible the impact of the adversarials. In order to
make the optimization problem computationally feasible, we consider the con-
volutional modules of our hybrid models as a fixed feature map and we do not
include their parameters into the optimization problem, but we concentrate on
the final layers instead. In practice, this corresponds to analyzing the network in
the feature space instead of the input space — as done in [4]. Owing to this, and
to the fact that fully connected layers of the CNN are substituted by (l)SVMs
in our hybrid networks, the number of free variables for the convex optimization
problem is drastically reduced. For example, in the case of the MNIST models,
we managed to reduce the number of variables from 405510 to approximately
8000.

In this first stage of our work, we decided to further simplify the problem
considered by excluding KH models: in this way it is possible to limit the convex
optimization problem to piece-wise linearity — because of absolute values —
eliminating the need of a non-linear solver or abstraction techniques to manage
the radial basis function kernels. In equation (3) we present the mathematical
definition of our optimization problem: parameters c and d are the number of
possible classes and the number of feature of the adversarial sample in the feature
space, respectively; parameters γi,j are the modification on the weights wi,j of the
lSVM model; the variables δi are slack variable necessary to keep the problem
solvable at the price of some error on the prediction of the decision function
for the adversarial sample of interest; finally, yi are the correct values of the
decision function of the lSVM classifier for the adversarial sample and xj are
the feature of the adversarial sample of interest in the feature space. All the
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variables considered take real values.

min
c∑

i=1

d∑

j=1

|γi,j |+
c∑

i=1

δi

yi − δi ≤
d∑

j=1

(wi,j + γi,j)xj ≤ yi + δi ∀i = 1, ..., c

δi ≥ 0 ∀i = 1, ..., c

(3)

In this case we consider only one adversarial, but the extension of the problem
to the case in which more than one adversarial sample is considered is trivial.
The cost function seeks to minimize the (absolute) variation of the weights of the
lSVM, while satisfying the constraint of bringing the prediction of the decision
function of the adversarial example as close as possible to the correct decision
function.

3.3 Experimental Results

We test our repair procedure on the MNIST dataset, using the Fast Sign Gradi-
ent Method [3] as adversarial attack of choice. In order to generate adversarial
samples for our models we utilize FoolBox [17] which provides a number of ready-
made adversarial attacks. Another advantage of FoolBox is that it accepts as
model to be attacked every valid PyTorch model, which allows us to attack also
our hybrid models without complex workarounds. In our tests, firstly we analyse
the loss of accuracy of our models corresponding to increasing magnitudes of the
adversarial attack. We call the parameter which control this magnitude ε, and
we show our results in Figure 2.

As it can be expected, both the accuracy of MNIST-NN and MNIST-LH
drops for increasing values of ε and in general MNIST-LH seems to be more
vulnerable to this kind of adversarial attack. Given that our aim is to repair
the MNIST-LH model, this is not a limitation for our approach. It should be
noted that a value of ε = 0.3 determines a substantial perturbation already. As
it can be observed in Figure 2 for ε = 0.15 the adversarial perturbation is clearly
recognisable even if it would not fool a human observer.

In our main experiment we analysed the behaviour of MNIST-LH and of its
repaired version (MNIST-RLH) for ε = [0.025, 0.05, 0.075, 0.1, 0.125, 0.15] and in
the two different cases in which one or two adversarial example were used in the
repair procedure. More specifically, for each of the possible combination of ε and
adversarial batch dimension, we compute the accuracies of MNIST-LH, MNIST-
NN and MNIST-RLH on the following test sets: MNIST test set (Data), MNIST
test sets in which all the images for which we found a corresponding adversarial
example have been replaced with the adversarial example. Since the adversarial
attack is model dependent, this last test set corresponds in fact to three differ-
ent test sets: the one computed on MNIST-NN (NADV), the one computed on
MNIST-LH (HADV) and the one computed on MNIST-RLH (RHADV).
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Fig. 2. Accuracies of MNIST-NN and MNIST-LH as ε increases (left) and graphics
representation of some adversarial examples (right).
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Fig. 3. Accuracies of MNIST-NN, MNIST-LH and MNIST-RLH computed on different
test sets of interest. All the accuracies are computed for increasing values of ε.

In Figure 3 (left) we can see how repair affects the accuracy of the model
both with respect to adversarial samples only (ADV) and with respect to the
original test set (Data). Even considering only one adversarial in the optimization
problem (3), the resulting model (MNIST-RLH) manages to generalise also on
other adversarial examples, e.g. it manages to classify correctly at least 20%
of the adversarial examples. In Figure 3 (right) it is also possible to see how
the accuracy of MNIST-RLH compares with the accuracies of MNIST-LH and
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MNIST-NN with respect to the datasets NADV and HADV: from the right
image is it clear that, while the repaired model is more robust to the adversarial
sample computed on the non-repaired model, it has not acquired robustness
against adversarial attacks in general. Moreover, it appears clear that the original
model (NN) is still more robust to adversarial attacks. From the same image it
is also possible to see that, as MNIST-RLH has some robustness with respect
to the adversarial example computed on MNIST-LH so MNIST-LH has some
robustness with respect to the adversarial example computed on MNIST-RLH.
This result suggests that the adversarial examples computed on MNIST-LH and
MNIST-RLH belong to different categories of adversarial examples.

4 Conclusions and Future Work

The main idea presented in this paper is to study the safety of DNNs in a ”mod-
ular” fashion using techniques adopted from transfer learning. In particular, we
consider how the properties of CNNs change if we swap the fully connected mod-
ule with lSVMs obtaining hybrid networks. Our results confirm that such swap
does not impact on the accuracy in a relevant manner, while making repair of
hybrid networks feasible using a relatively simple encoding in a convex optimiza-
tion problem. Adversarial examples can be found on hybrid networks more easily
than on the original network: this result conforms the hypothesis about the na-
ture of adversarial examples presented in [3]. Our experimental results also show
that, even using very few adversaries, the repair procedures manage to provide
a model which presents an acceptable generalization on all the adversarials com-
puted using the original hybrid model. However, the repaired models are still
vulnerable to the same adversarial attack, e.g. the repaired models developed a
resistance to the adversarial examples of the old model, but not to the general
adversarial attack. The different grade of resistance of the original and repaired
models to the reciprocal adversarial examples appears to indicate that different
categories of adversarial example may exist.

Given the results obtained from this work, our future lines of research will
concentrate on understanding the properties of categories of adversarial samples
in hybrid convolutional-lSVM networks and adding verification-driven kernels to
our SVMs in order to obtain robust hybrid convolutional-SVM networks. More-
over, we will try to extend our work in order to repair CNNs without swapping
away the fully connected modules and to explain how adversarial attacks affect
the convolutional part of the networks and therefore the input in the feature
space.
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2 Department of Computer Science, Royal Holloway, University of London, UK

3 Department of Computer Science, Stony Brook University, USA
4 Modelling and Simulation Group, Saarland University, Germany

Abstract. Neural State Classification (NSC) [19] is a scalable method
for the analysis of hybrid systems, which consists in learning a neural
network-based classifier able to detect whether or not an unsafe state
can be reached from a certain configuration of a hybrid system. NSC has
very high accuracy, yet it is prone to prediction errors that can affect sys-
tem safety. To overcome this limitation, we present a method, based on
the theory of conformal prediction, that complements NSC predictions
with statistically sound estimates of prediction uncertainty. This results
in a principled criterion to reject potentially erroneous predictions a pri-
ori, i.e., without knowing the true reachability values. Our approach is
highly efficient (with runtimes in the order of milliseconds) and effective,
managing in our experiments to successfully reject almost all the wrong
NSC predictions.

1 Introduction

Hybrid systems, i.e., systems characterized by the interaction between discrete
(digital) and continuous (physical) components, are a central model for many
cyber-physical system applications, from avionics to biomedical devices [1]. For-
mal verification of hybrid systems typically boils down to solving a hybrid au-
tomata (HA) reachability checking problem [13]: given a modelM of the system
expressed as an HA and a set of unsafe states U of M, check whether U is
reached in any (time-bounded) path from a set of initial states. HA reachability
checking is undecidable in general [13], a difficulty that current HA reachability
checking algorithms address by over-approximating the set of reachable states.
These algorithms are computationally very expensive, and thus, usually limited
to design-time (offline) analysis.

Motivated by the need to make HA reachability checking more efficient and
suitable for online analysis, Phan et al. [19] recently proposed Neural State Clas-
sifications (NSC), an approach for approximating reachability checking using
deep neural networks (DNNs). Their work shows that it is possible to train,

? Scott Stoller’s work on this material was supported in part by NSF Grants CNS-
1421893 and CCF-1414078 and ONR Grant N00014-15-1-2208.
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using examples computed via suitable HA model checkers, DNN-based state
classifiers that approximate the result of reachability checking with very high
accuracy. For any state s of the HA, such a classifier labels s as positive if an un-
safe state is reachable from s within a given time bound; otherwise, s is labeled
as negative.

The key advantage of this approach is its efficiency. Neural state classifiers
indeed run in constant time and space, because the computation is not directly
affected by the size and complexity of the HA model or specification, but only
by the complexity of the chosen DNN architecture.

The main drawback is that DNNs for NSC (like any other machine learn-
ing model) are subject to classification errors, the most important being false
negatives, i.e., when the DNN classifies a state as negative while it is actually
positive. While Phan et al.’s work allows estimation of the classification accuracy
for a region of states (i.e., the probability that a state in the region is wrongly
classified), it does not provide any indication about the reliability of single-point
predictions, i.e., DNN predictions on individual HA states whose true reacha-
bility value is unknown. This limits the applicability of NSC for online analysis,
where state classification errors can compromise the safety of the system. This
is in contrast with methods like smoothed model checking [4], which leverages
Gaussian Processes and Bayesian statistics to quantify uncertainty, but on the
other side faces severe scalability issues as the dimension of the system increases.

The aim of this work is to equip NSC with rigorous methods for quantify-
ing the reliability of single-point predictions. For this purpose, we investigate
Conformal Prediction (CP) [22], a method that provides statistical guarantees
on the predictions of machine learning models. Importantly, CP requires only
very mild assumptions on the data (i.e., exchangeability, a weaker version of the
independent and identically distributed assumption).

By applying CP, we estimate two statistically sound measures of NSC pre-
diction uncertainty, confidence and credibility. Informally, the confidence of a
prediction is the probability that a reachability prediction for an HA state s cor-
responds to the true reachability value of s. Credibility quantifies how a given
state is likely to belong to the same distribution as the training data.

Using confidence and credibility, we show how to derive criteria for anomaly
detection, that is, for rejecting NSC predictions that are likely to be erroneous.
The key advantage of such an approach is that predictions are rejected on rigor-
ous statistical grounds, and we show experimentally its superiority with respect
to discrimination based on the DNN’s class likelihood. Furthermore, computa-
tion of CP-based confidence and credibility is very efficient (approximately 3 ms
in our experiments), which makes our method suitable for online analysis.

In summary, the main contributions of this paper are the following:

– We extend the framework of neural state classification with conformal pre-
diction to quantify the reliability of NSC predictions.

– We derive criteria for anomaly detection based on CP to reject unreliable
NSC predictions.
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– We evaluate our method on three hybrid automata models showing that,
with adequate choices of confidence and credibility thresholds, our method
successfully rejects almost all prediction errors: over a total of 30,000 test
samples, our method successfully rejected 43 out of 44 errors.

The paper is structured as follows. Sections 2 and 3 provide background on
neural state classification and conformal prediction, respectively. In Section 4,
we introduce our CP-based measures of prediction reliability. Results of the
experimental evaluation are given in Section 5. Related work is discussed in
Section 6. Section 7 offers concluding remarks.

2 Neural State Classification for Hybrid System
Reachability

Neural state classification seeks to solve the State Classification Problem (SCP) [19],
a generalization of the reachability checking problem for hybrid systems. Let
B = {0, 1} be the set of Boolean values. Given an HA M with state space
S(M), time bound T , and set of unsafe states U ⊂ S(M), the SCP problem
is to find a state classifier, i.e., a function F ∗ : S(M) −→ B such that for all
s ∈ S(M), F ∗(s) = 1 ifM |= Reach(U, s, T ), i.e., if it is possible forM, starting
in s, to reach a state in U within time T ; F ∗(s) = 0 otherwise. A state s ∈ S(M)
is called positive if F ∗(s) = 1. Otherwise, s is negative.

Neural State Classification [19] offers an approximate solution to the SCP
based on machine learning models, deep neural networks (DNNs) in particular.
The NSC method is summarized in Figure 1. The state classifier is trained using
supervised learning, where the training examples are derived by sampling the
state space according to some distribution and labelling the sampled states with
the corresponding reachability values. The latter are computed by invoking an
oracle, e.g., an hybrid system model checker [11]. The approach can handle
parametric HA, by encoding parameters as additional inputs to the classifier.
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Fig. 1. Overview of the NSC approach (diagram from [19]).

NSC supports arbitrary state distributions. In [19], the following distributions
and corresponding sampling methods are considered:

– Uniform sampling, where every state is equi-probable.
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– Dynamics-aware sampling, which is based on the probability that a state is
visited in any time-bounded evolution of the system, where such probabilities
are estimated by performing isotropic random walks of the HA (i.e., by
uniformly sampling the non-deterministic choices during the HA simulation).

– Balanced sampling, which seeks to draw a balanced number of positive and
negative states. This is useful when U is a small portion of S(M), in which
case uniform sampling would produce imbalanced datasets with an insuffi-
cient number of positive samples, leading to classifiers with poor accuracy.
For this purpose, in [19] the authors introduce a new method for the construc-
tion and simulation of reverse hybrid automata. Indeed, arbitrary numbers
of positive samples can be generated by simulating the reverse HA starting
from an unsafe state [19].

The performance of a trained classifier is evaluated by computing the empiri-
cal accuracy, rate of false positives (FPs), and rate of false negatives (FNs) using,
as commonly done in supervised learning, test datasets of samples unseen during
training. Inspired by statistical model checking [14], NSC also applies sequential
hypothesis testing [23] to certify that a classifier meets prescribed accuracy, FN,
or FP levels on unseen data, up to some given confidence level. Albeit useful,
these kinds of statistical guarantees are, however, only applicable to regions of
the HA state space, and as such, cannot be used to quantify the reliability of
single-point predictions. The present paper aims to solve this very problem.

NSC includes two methods to reduce FNs: threshold selection, which adjusts
the DNN’s classification threshold to favor FPs over FNs, and a more advanced
technique called falsification-guided adaptation that iteratively re-trains the clas-
sifier with false negatives found through adversarial sampling, i.e., by solving
a non-linear optimization problem that maximizes the disagreement between
DNN-predicted and true reachability values.

In [19], the authors applied NSC to six nonlinear hybrid system benchmarks,
achieving an accuracy of 99.25% to 99.98%, and a false-negative rate of 0.0033
to 0, which was further reduced to 0.0015 to 0 by applying falsification-guided
adaptation. While, with such performance, NSC can derive nearly perfect ap-
proximations of the HA reachability function, it does not provide a recipe for
rejecting uncertain predictions a priori, i.e., without knowing the true reacha-
bility value. Our work extends NSC in this direction.

3 Conformal Prediction for Neural Networks

Conformal Prediction (CP) [22] is a flexible framework built on top of any tra-
ditional supervised machine learning model, called in CP the underlying model.

In this section, we describe CP in relation to a generic classification problem
(of which NSC is an instance), where we denote with X the set of inputs and
with Y = {y1, . . . , yc} the set of classification labels (or classes). The underlying
classification model is a function h : X −→ [0, 1]c mapping inputs into a vector
of class likelihoods, such that the class predicted by h corresponds to the class
with the highest likelihood. For a generic input xi, we will denote with yi the
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true label of xi and with ŷi the label predicted by h (i.e., the label with highest
likelihood). Further, we will often use the notation x∗ to indicate test points
whose true label is unknown.

The interpretation of CP is two-fold. On one hand, conformal predictors
output prediction regions, instead of single point predictions. In the case of clas-
sification, given a test point xi and a significance level ε ∈ (0, 1), the prediction
region of xi, Γ

ε
i ⊆ Y , is a set of labels guaranteed to contain the true label yi

with probability 1− ε. We call this the global interpretation of CP.
On the other hand, given a prediction ŷi ∈ Y for xi, we can compute the

minimum value of ε such that the prediction region Γ εi contains only ŷi. The
corresponding probability 1 − ε is called the confidence of the predicted label
ŷi. Along with the confidence, CP allows computing another measure, called
credibility, which indicates how suitable the training data are for the current
prediction. Therefore, CP complements each prediction, on a new input, with a
measure of confidence and a measure of credibility. We call this the point-wise
interpretation of CP.

Importantly, CP does not require prior probabilities, unlike Bayesian meth-
ods, but only that data is exchangeable (a weaker version of the classic i.i.d.
assumption). We now provide a brief description of the method, but we refer
to [22] for a detailed introduction.

Let Z = X × Y . The main ingredients of CP are: a nonconformity function
f : Z → R, a set of labelled examples Z ′ ⊆ Z, an underlying model h trained
on (a subset of) Z ′, and a statistical test. The nonconformity function f(z)
measures the “strangeness” of an example z = (xi, yi), i.e., the deviation between
the label yi and the corresponding prediction h(xi). A natural choice for f is
f(z) = ∆(h(xi), yi), where ∆ is a suitable distance 5. As explained below, f(z)
is used to construct prediction regions in CP. In general, any function f : Z → R
will result in valid regions. However, a good nonconformity function, i.e. one that
produces tight prediction regions, should give low scores to correctly predicted
inputs, and large scores to misclassified inputs. See Section 3.2 for details about
the nonconformity function definition.

3.1 CP Algorithm

Given a set of examples Z ′ ⊆ Z, a test input x∗ ∈ X, and a significance level
ε ∈ (0, 1), a conformal predictor computes a prediction region Γ ε∗ for x∗ as
follows.

1. Divide Z ′ into a training set Zt, and calibration set Zc. Let q = |Zc| be the
size of the calibration set.

2. Train a model h using Zt.
3. Define a nonconformity function f((xi, yi)) = ∆(h(xi), yi), i.e., choose a

metric ∆ to measure the distance between h(xi) and yi (see Section 3.2).
4. Apply f(z) to each example z in Zc and sort the resulting nonconformity

scores {α = f(z) | z ∈ Zc} in descending order: α1 ≥ · · · ≥ αq.
5 The choice of ∆ is not very important, as long as it is symmetric.



6 L. Bortolussi et al.

5. Compute the nonconformity scores αj∗ = f((x∗, yj)) for the test input x∗
and each possible label j ∈ {1, . . . , c}. Then, compute the smoothed p-value

pj∗ =
|{zi ∈ Zc : αi > αj∗}|

q + 1
+ θ
|{zi ∈ Zc : αi = αj∗}|+ 1

q + 1
, (1)

where θ ∈ U [0, 1] is a tie-breaking random variable. Note that pj∗ represents
the portion of calibration examples that are at least as nonconforming as
the tentatively labelled test example (x∗, yj).

6. Return the prediction region

Γ ε∗ = {yj ∈ Y : pj∗ > ε}. (2)

Note that steps 1–4 have to be performed only once, while 5–6 for every test
point x∗6.

The idea behind the above procedure is use a statistical test to check if
(x∗, yj) is particularly nonconforming compared to the calibration examples.
The rationale is to estimate Q, the unknown distribution of f(z), by applying
f(z) to calibration examples, then to compute αj∗ for every possible label yj and
test for the null hypothesis αj∗ ∼ Q. We reject the null hypothesis when the
p-value associated to αj∗ is smaller than the significance level ε. That is, we do
not include yj in Γ ε∗ if it appears unlikely that f((x∗, yj)) ∼ Q. The prediction
region therefore contains all the labels for which we could not reject the null
hypothesis. This is an application of the Neyman-Pearson theory for hypothesis
testing and confidence intervals [15].

Note that in Equation 1 by setting θ to a random value between 0 and 1, we
compute a so-called smoothed p-value. The main difference between a standard
p-value (where θ = 1) and a smoothed p-value is that in the latter situation, we
treat the borderline cases where αi = αj more carefully. Instead of increasing
the p-value by 1

q for each αi = αj , we increase it by a random amount between

0 and 1
q . It has been proven that any smoothed conformal predictor is exactly

valid, whereas a general conformal predictor is only conservative; see [22] for a
complete treatment.

3.2 Nonconformity function

In general, the nonconformity function is a measurable function with type f :
Z → R. A nonconformity function is well-defined if it assigns low scores to
correctly predicted inputs and high scores to wrong predictions. It is typically
based on the underlying machine learning model h, and defined by

f((xi, yi)) = ∆(h(xi), yi),

6 The approach we use is known in literature as inductive CP. The original CP ap-
proach, also called transductive CP, requires retraining the model for each new test
sample and does not use a calibration set. See [18].
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where ∆ is some function that measures the prediction error of h. Recall that, for
an input x ∈ X, the output of h is a vector of class likelihoods, which we denote
by h(x) = [Ph(y1|x), . . . , Ph(yc|x)]. For classification problems, a common choice
for ∆ is

∆(h(xi), yi) = 1− Ph(yi|xi), (3)

where Ph(yi|xi) is the likelihood of class yi when the model h is applied on xi.
Note that such defined ∆ induces a well-defined nonconformity function. Indeed
if h correctly predicts yi for input xi, then the corresponding likelihood Ph(yi|xi)
is high (the highest among all classes) and the resulting nonconformity score is
low. The opposite holds when h does not predict yi.

Using (3) also guarantees that the resulting p-values (see Equation 1) preserve
the ordering of the class likelihoods predicted by model h. This means that,
for example, the class with the lowest likelihood will also be the class with the
smallest p-value and the class with the highest likelihood will result in the largest
p-value. This property ensures that the prediction regions are consistent with
the classification predicted by h.

In our experiments we use (3) as nonconformity function. Other functions
designed specifically for neural networks have been proposed in [18]. However,
our results showed no significant differences between the latter and (3).

3.3 Confidence and credibility

We now describe the measures of confidence and credibility, which are point-wise
measures, i.e., derived from individual predictions.

Let us first notice that the regions Γ ε for different ε values are nested: when
ε1 ≥ ε2, we have that Γ ε1 ⊆ Γ ε2 . Indeed, for an input x∗, if we choose an ε
lower than the p-values of all the classes (ε < minj=1,...,c p

j
∗), then the region Γ ε

will necessarily contain all the class labels. On the opposite, as ε increases, fewer
and fewer classes will have their p-value higher than ε, until the region becomes
empty (when ε ≥ maxj=1,...,c p

j
∗).

The confidence of a point x∗ ∈ X, 1 − γ∗, is a measure of how likely our
prediction for x∗ is compared to all other possible classifications (according to
the calibration set). It is computed as 1 minus the smallest value of ε for which
the conformal region is a single label, i.e. the second largest p-value γ∗:

1− γ∗ = sup{1− ε : |Γ ε∗ | = 1}.

The credibility, c, is an indicator of how suitable the training data are to
classify that example. In practice, it is the smallest ε for which the prediction
region is empty, i.e. the highest p-value according to the calibration set.

c∗ = inf{ε : |Γ ε∗ | = 0}.

A high confidence, 1 − γ∗, means that there is no likely alternative to the
point prediction, whereas a low credibility means that even the point prediction is
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unlikely. Therefore, if c∗ is close to zero, the test example x∗ is not representative
of the data set.

If we consider γ∗, i.e., one minus the confidence, and c∗, the credibility, we
obtain the range I∗ of ε values for which we are sure that the corresponding
prediction region contains a single label: I∗ = [γ∗, c∗) ⊆ [0, 1]. We stress that
the class contained in the singleton prediction region corresponds to the model
prediction ŷ∗. This is a consequence of the chosen nonconformity function (3), by
which the ordering of class likelihoods is preserved in the corresponding p-values
(as discussed in Section 3.2).

Confidence and Credibility in binary classification. When Y = {0, 1}, as
in NSC, the conformal classifier outputs, for each input point x∗, two probabil-
ities: p0∗ and p1∗. Suppose p1∗ > p0∗ (the same reasoning applies if p0∗ > p1∗), which
implies that the predicted class is 1. We define confidence as 1−p0∗, and credibil-
ity as p1∗. We call the interval I∗ = [p0∗, p

1
∗) the confidence-credibility interval. It

contains all values of ε for which we are sure that the prediction region contains
a single label (in this case, Γ ε = {1}, ∀ε ∈ I∗).

4 Measures of Prediction Reliability

Confidence and credibility can be used as uncertainty metrics. They measure
how much a prediction h(x), made by the underlying model, can be trusted. We
will leverage both the global and the point-wise interpretations of CP in order to
generate a statistically valid acceptance criterion. The following measures and
acceptance criterion are described in relation to a test set X∗ ⊆ X of unseen
input points, i.e., whose true label is unknown. Let K = |X∗| be the size of the
test set. Moreover, we will assume the case of binary classification, which is the
one relevant for NSC.

4.1 Global evaluation

Recall the global interpretation of CP: given a significance level ε, constant along
X∗, the conformal classifier produces regions Γ ε for each test input x∗ ∈ X∗ that
guarantee a global error probability of ε across the entire test set X∗. We say
that the CP algorithm makes an error, at point x∗, if the prediction set at this
point does not contain the true label. The most interesting prediction regions
are those containing only a single class label, referred to as singleton regions,
since empty and double (Γ ε = {0, 1}) regions have little actionable information.
A singleton region containing the output prediction of h makes an error, i.e., Γ ε

contains the wrong label, if that point is misclassified by h. An empty prediction
region for x at significance level ε is equivalent to the case that x has credibility
less than ε (low credibility) in the point-wise interpretation of CP, whereas a
double region for x corresponds to having confidence smaller than 1 − ε (low
confidence) in the point-wise interpretation.
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4.2 Acceptance criterion

The p-values returned by the CP algorithm can be interpreted as anomaly mea-
sures. In binary classification, the two p-values of a test point x∗, p0∗ and p1∗
(see Equation 1), coincide with γ∗ and c∗, respectively. The rationale behind
our acceptance criterion is that every unseen point x∗ is required to have both
values of confidence, 1− γ, and credibility, c, sufficiently high in order to accept
the classification made by h with a particular certainty level α. The derivation
of α is shown later in this section.

Our acceptance criterion works as follows. First, a value for the significance
level ε, fixed along the entire test set, has to be chosen. As discussed in the
previous section, ε represents the global error probability that we are willing
to accept. The next step is to apply the conformal algorithm and obtain a
confidence-credibility interval, I∗, for each test point x∗ ∈ X∗. We accept the
prediction of model h for x∗ if and only if ε ∈ I∗, i.e., if γ∗ ≤ ε < c∗. Note that
the latter condition implies that we only accept singleton prediction regions, i.e.,
such that |Γ ε∗ | = 1 (see Section 3.3). Otherwise, if credibility is smaller than ε
or confidence is smaller than 1− ε, we reject the prediction of h for x∗. In other
words, these uncertainty measures indicate if a prediction is trustworthy or not.
As explained below, the certainty level α is determined by the chosen ε and the
ratio of rejected points.

We now discuss how to derive α. With the acceptance criterion introduced
above, we are sure to accept only singleton prediction regions, rejecting points
with non-informative regions (empty and double regions). Since ε gives the error
probability in relation to any test point (which might or might not be accepted),
it gives no guarantees on the error of accepted predictions alone. For this purpose,
we provide a revised error probability estimate, ε̂, for accepted predictions only,
i.e., that does not consider the rejected points. The certainty level α that we
seek to obtain is defined as 1− ε̂.

To compute ε̂, we follow the approach of [16]. Given a significance level ε, let
P ε(e), P ε(s) and P ε(d) be respectively the fraction of empty, single and double
prediction regions observed on a test set with K examples (P ε(e) + P ε(s) +
P ε(d) = 1). Overall, the expected number of errors is E = εK. Since double
predictions are never erroneous (they always contain the true label) and empty
predictions are always erroneous (they never do), we can rewrite the expected
number of errors as:

εK = ε̂ ·KPε(s) +KPε(e)⇒ ε̂ =
ε− Pε(e)
Pε(s)

. (4)

Thus, ε̂ represents the expected error rate over the K ·Pε(s) singleton predictions.
In other words, ε̂ is the error probability on accepted predictions.

5 Experimental Evaluation

To evaluate the proposed method for NSC with CP-based anomaly detection,
an experimental evaluation was conducted on a selection of the hybrid-system
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Fig. 2. Calibration scores α1 ≥ · · · ≥ αq for the neuron (left), pendulum (center) and
cruise (right) models for a calibration set size of q = |Zc| = 6, 000. Histograms in the
second row show the distributions of the calibration scores on a log-scale.

case studies considered in NSC (see [19] for details): a model of the spiking
neuron action potential [9], the classic inverted pendulum on a cart, and a cruise
controller [9].

Experimental settings. We consider the same settings used in NSC for training
sigmoid DNNs [19]. NSC neural networks were learned using MATLAB’s train
function, with the Levenberg-Marquardt backpropagation algorithm optimiz-
ing the mean square error loss function, and the Nguyen-Widrow initialization
method for the NN layers. The classifier is a DNN with 3 hidden layers, each
consisting of 10 neurons with the Tan-Sigmoid activation function, and an out-
put layer with 1 neuron with the Log-Sigmoid activation function. With such
DNN architecture, the only output of the underlying model is the likelihood of
class 1, which we denote with o1, that is, the likelihood that a hybrid automaton
state is positive, i.e., leads to a safety violation. The likelihood of class 0 is given
by o0 = 1− o1.

We consider training datasets of 14, 000 samples and calibration sets of q =
|Zc| = 6, 000 samples. Training of the DNNs is very fast, taking 2 to 7 seconds.
The test set contains 10, 000 points. The CP algorithm was implemented in
Python. Computation of confidence and credibility is very efficient, and takes
around 30 seconds for the entire test set, approximately 3 ms per point.

5.1 Calibration scores

We conduct a detailed analysis of the distribution of calibration scores, which
depends both on the case study at hand and on the underlying model. The
DNNs trained for NSC approximate the output of reachability checking with
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Fig. 3. Landscape of confidence (left) and credibility (right) values along the entire
state space of the two-dimensional case-studies: spiking neuron (top) and inverted
pendulum (bottom). Red dots indicate false-negatives, black dots false-positives.

very high accuracy. Therefore, the scores α1, . . . , αq are close to zero for most
of the points in Zc (see Fig. 2). Recall that the p-values of an unseen test point
x∗ count the number of calibration scores greater than that of x∗. Credibility
is the p-value associated with the class predicted by h, for which we expect
a small score and therefore a high p-value. On the contrary, γ is the p-value
associated to the other (non-predicted) class, for which we expect a larger score.
However, given the high accuracy of h, the number of large calibration scores,
i.e., scores significantly greater than zero, is very small. Therefore, the fraction
of calibration scores determining γ is not very sensitive to changes in the value
of the nonconformity score of x∗, α∗. On the contrary, credibility is extremely
sensitive to small changes in α∗. In general, the sensitivity of confidence w.r.t.
α∗ increases as the accuracy of h decreases, and vice versa for credibility.

5.2 Performance evaluation

Figures 3 and 4 show the landscapes of confidence and credibility for the three
case studies. Notice that both measures are able to detect the input regions with
higher uncertainty, i.e., regions where misclassification occurs. However, given
the high accuracy of our DNNs, credibility results in an extremely sensitive
measure, as previously discussed. Indeed, we observe drastic drops in credibility
values even for regions that return correct predictions. In these areas the DNN
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Fig. 4. The cruise controller model has a four-dimensional input space. Four points
were misclassified by the DNN, and they all have coordinate x4 = 5.0. The figure
shows two dimensional sections ((x1, x2)-plane) at the x3 coordinates of the four mis-
classified points and with x4 = 5.0. The confidence landscapes are on top; the credibility
landscapes are below them. Red dots indicate false-negatives, black dots false-positives.

is classifying properly but with lower accuracy with respect to areas with higher
credibility. Confidence values, on the other hand, span in an extremely narrow
interval close to 100%.

5.3 Benefit of conformal predictions

The key advantage of our approach is that predictions are rejected on rigorous
statistical grounds. We experimentally compare it with a naive approach based
on the DNN output.

We define the naive uncertainty metric as the difference between the likeli-
hoods of the two classes, that is, |o0 − o1|. Intuitively, small differences should
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Fig. 5. Experimental superiority of conformal predictions over naive discrimination
based on the DNN class likelihood. Top: Confidence-credibility pairs for the test
datasets. The horizontal dashed line indicates the empirical and qualitative choice
of ε. Bottom: Values of the naive uncertainty metric for the test datasets. In both
cases (top and bottom) the true test labels were used to check the performances of
the uncertainty metrics a posteriori. Green dots indicate properly classified points, red
dots misclassified points.

indicate uncertain predictions. Although this simple approach does not provide
any statistical guarantee, we may still look for a rejection threshold that allows
us to reject the misclassified examples and keep the overall rejection rate low.
However, Figure 5 (bottom) shows that this naive metric is not sufficiently dis-
criminative, especially for the spiking neuron model. This supports our claim that
a more principled method to measure uncertainty and define rejection criteria
is needed. On the contrary, Figure 5 (top) shows that the values of confidence-
credibility pairs for misclassified points are easily separated from the major-
ity of properly classified points. Furthermore, the distribution of points in the
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Model ε Pε(e) + Pε(d) α # accepted
errors

neuron 0.000175 4.78% 0.9998 0/31
pendulum 0.000167 0.84% 0.9983 0/7
cruise 0.000170 0.55% 0.9998 1/6

Table 1. For each case study, a significance level ε was chosen qualitatively from
Figure 5 (top), ignoring the colors, as we should not know the true labels of test points.
We computed the fractions of empty, single and double prediction regions occurring
along the entire test set. The sum Pε(e) + Pε(d) gives the ratio of points rejected.
α = 1 − ε̂ is the statistical certainty level for accepted points/predictions. The last
column counts how many errors, among all the errors made by the classifier in the test
set, were not rejected by our criterion.

confidence-credibility plane helps us choose the proper value for ε, which leads
to a statistically significant measure of uncertainty.

Table 1 summarizes the experimental performance of our rejection criterion
on the three hybrid automata models. Setting an adequate threshold is very im-
portant. We choose the value of 1 − ε that better distinguishes between points
with low confidence and points with high confidence, shown with horizontal lines
in Figure 5 (top). We successfully reject almost all prediction errors, with an over-
all rejection rate between 0.5% and 5%. The certainty value α is always greater
than 99.83%, which demonstrates that our approach only accepts predictions
that have very small probability of being incorrect.

6 Related Work

Even though research on reachability checking of hybrid systems [13, 1] has pro-
duced effective verification algorithms and tools [10, 7, 11], comparably little has
been done to make these algorithms efficient for online analysis. Existing ap-
proaches are limited to restricted classes of models [8], or require handcrafted
optimization the HA’s derivatives [2], or are efficient only for low-dimensional
systems and simple dynamics [21]. NSC [19] (introduced in Section 2) overcomes
these limitations because, by employing machine learning models, it is fully au-
tomated and its performance is not affected by the model size or complexity.

Applications of machine learning in verification include parameter synthe-
sis of stochastic systems [5], techniques for inferring temporal logic specifica-
tions from examples [3], synthesis of invariants for program verification [12], and
reachability checking of Markov decision processes [6].

A related approach to NSC is smoothed model checking [4], where Gaussian
processes [20] are used to approximate the satisfaction function of stochastic
models, i.e., mapping model parameters into the satisfaction probability of some
specification. Smoothed model checking leverages Bayesian statistics to quantify
prediction uncertainty, but faces scalability issues as the dimension of the system
increases. On the contrary, our method for quantifying the reliability of NSC
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predictions is very efficient, because its performance is nearly equivalent to that
of the underlying machine learning model7.

In Bayesian approaches to uncertainty/confidence estimation, one has to as-
sume a prior distribution, which is often chosen arbitrarily. However, in order to
guarantee accurate confidence values, the correct priors must be known. In fact,
if the prior is incorrect, the confidence values have no theoretical base. The CP
framework instead provides confidence information based only on the standard
i.i.d. or exchangeability assumption. Avoiding Bayesian assumptions makes CP
conclusions more robust to different underlying data distributions. In [17] the
authors show empirically that the performance of CP is close to Bayes when the
prior is known to be correct. Unlike Bayes, the CP method still gives accurate
confidence values even when different data distributions are considered.

7 Conclusion

We applied the theory of conformal predictions to endow the neural state clas-
sification approach with a criterion to reject unreliable predictions, predictions
that can lead safety-critical state classification errors. Our criterion leverages two
statistically sound measures of uncertainty, i.e., confidence and credibility. By
accepting only predictions that satisfy specific confidence and credibility thresh-
olds, our criterion is conservative and allows making safe choices with respect to
any state classifier, independently of the classifier’s accuracy. In the experiments,
our criterion successfully rejected almost all classification errors, and doing so
very efficiently, with an average runtime of 3 ms per sample.

In future work, we will investigate automated methods to derive the rejec-
tion thresholds for confidence and credibility, and how to use this approach in
an active learning framework to improve accuracy, reduce false negatives, and
reduce the rejection rate.
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Abstract. In this paper, we consider the problem of formally verifying
the safety of an autonomous robot equipped with a Neural Network (NN)
controller that processes LiDAR images to produce control actions. Given
a workspace for which the robot is going to operate, a mathematical model
representing the physical dynamics of the robot, and a pre-trained NN
controller with Rectified Linear Unit (ReLU) nonlinearity, our objective
is to compute the set of safe initial states such that a robot trajectory
starting from these initial states is guaranteed to avoid the obstacles. Our
approach is to construct a finite state abstraction of the system and use
standard reachability analysis over the finite state abstraction to compute
the set of safe initial states.

Keywords: Formal Verification · Neural Networks · Autonomous Sys-
tems.

1 Introduction

From simple logical constructs to complex deep neural network models, Artificial
Intelligence (AI)-agents are increasingly controlling physical/mechanical systems.
Self-driving cars, drones, and smart cities are just examples of such systems
to name a few. However, regardless of the explosion in the use of AI within a
multitude of robotic applications, the safety and reliability of these AI-enabled
robots are still an under-studied problem. It is then unsurprising that the failure
of these AI-controlled autonomous robots in several, safety-critical, situations
leads to human fatalities [36].

Motivated by the urgency to study the safety, reliability, and potential prob-
lems that can rise and impact the society by the deployment of AI-enabled
systems in the real world, several works in the literature focused on the problem
of designing deep neural networks that are robust to the so-called adversarial
examples [8,7,3,28,16,17,21]. Unfortunately, these techniques focus mainly on the
robustness of the learning algorithm with respect to data outliers without provid-
ing guarantees in terms of safety and reliability of the decisions made by these
neural networks. To circumvent this drawback, recent works focused on three main
techniques namely (i) testing of neural networks [18,32,35,30,14,34,15,27,37,31],
(ii) falsification (semi-formal verification) of neural networks [4,33,38], and (iii)
formal verification of neural networks [11,24,23,12,13,22].
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While testing and falsification frameworks are powerful tools to find corner
cases in which the neural network or the neural network enabled system may fail,
they lack the rigor promised by formal verification methods. Therefore, several
researchers pointed to the urgent need of using formal methods to verify the be-
havior of neural networks and neural network enabled systems [11,24,23,12,13,22].
However, applying formal verification to neural network models comes with its
unique challenges. First and foremost is the lack of widely-accepted, precise,
mathematical specifications capturing the correct behavior of a neural network.
Therefore, recent works focused entirely on verifying neural networks against
simple input-output specifications [9,6,2,20,5,19]. Such input-output techniques
compute a guaranteed range for the output of a deep neural network given a set
of inputs represented as a convex polyhedron.

Unfortunately, the input-output range properties, studied so far in the litera-
ture, are simplistic and fail to capture the safety and reliability of the autonomous
robot when controlled by a neural network. In this paper, we summarize the
results presented in our recent work [29] were we study the problem of formal
verification of a neural network controlled robot against system-level safety speci-
fications. In particular, and differently from the previous work—in the literature
of formal verification of neural network controlled system—we consider, in this
paper, the case in which the robotic system is equipped with a LiDAR scanner
that is used to sense the environment. The LiDAR image is then processed by a
neural network controller to compute the control inputs. Arguably, the ability of
neural networks to process high-bandwidth sensory signals (e.g., cameras and
LiDARs) is one of the main motivations behind the current explosion in the use
of machine learning in robotics. Towards this goal, we develop a framework that
can reason about the safety of the system while taking into account the robot
continuous dynamics, the workspace configuration, the LiDAR imaging, and the
neural network. The proposed framework can then search for the set of robot
states for which the system-level safety specifications is guaranteed to hold.

2 Problem Formulation

2.1 Notation

The symbols N, R,R+ and B denote the set of natural, real, positive real, and
Boolean numbers, respectively. The symbols ∧,¬ and → denote the logical AND,
logical NOT, and logical IMPLIES operators, respectively. Given two real-valued
vectors x1 ∈ Rn1 and x2 ∈ Rn2 , we denote by (x1, x2) ∈ Rn1+n2 the column
vector [xT1 , x

T
2 ]T . Similarly, for a vector x ∈ Rn, we denote by xi ∈ R the ith

element of x. For two vectors x1, x2 ∈ Rn, we denote by max(x1, x2) the element-
wise maximum. For a set S ⊂ Rn, we denote the boundary and the interior of
this set by ∂S and int(S), respectively. Given two sets S1 and S2, f : S1 ⇒ S2

and f : S1 → S2 denote a set-valued and ordinary map, respectively. Finally,
given a vector z = (x, y) ∈ R2, we denote by atan2(z) = atan2(y, x).
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Fig. 1. Pictorial representation of the problem setup under consideration.

2.2 Dynamics and Workspace

We consider an autonomous robot moving in a 2-dimensional polytopic (compact
and convex) workspace W ⊂ R2. We assume that the robot must avoid the
workspace boundaries ∂W along with a set of obstacles {O1, . . . ,Oo}, with Oi ⊂
W which is assumed to be polytopic. We denote by O the set of the obstacles and
the workspace boundaries which needs to be avoided, i.e., O = {∂W,O1, . . . ,Oo}.
The dynamics of the robot is described by a discrete-time linear system of the
form:

x(t+1) = Ax(t) +Bu(t), (1)

where x(t) ∈ X ⊆ Rn is the state of robot at time t ∈ N and u(t) ⊆ Rm is
the robot input. The matrices A and B represent the robot dynamics and have
appropriate dimensions. We denote by ζ(x) ∈ R2 the natural projection of x onto
the workspace W, i.e., ζ(x(t)) is the position of the robot at time t.

2.3 LiDAR Imaging

We consider the case when the autonomous robot uses a LiDAR scanner to sense
its environment. The LiDAR scanner emits a set of N lasers evenly distributed in

a 2π degree fan. We denote by θ
(t)
lidar ∈ R the heading angle of the LiDAR at time

t. Similarly, we denote by θ
(t)
i = θ

(t)
lidar + (i− 1) 2πN , with i ∈ {1, . . . , N}, the angle

of the ith laser beam at time t where θ
(t)
1 = θ

(t)
lidar and by θ(t) = (θ

(t)
1 , . . . , θ

(t)
N )

the vector of the angles of all the laser beams. In this paper we focus on the

case when the heading angle of the LiDAR, θ
(t)
lidar, is fixed over time and we will

drop the superscript t from the notation. Such condition is satisfied in several
real-world scenarios whenever the robot is moving while maintaining a fixed pose
(e.g. a quadrotor whose yaw angle is maintained constant).

For the ith laser beam, the observation signal ri(x
(t)) ∈ R is the distance

measured between the robot position ζ(x(t)) and the nearest obstacle in the θi
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direction, i.e.:

ri(x
(t)) = min

Oi∈O
min
z∈Oi

‖z − ζ(x(t))‖2 s.t. atan2
(
z − ζ(x(t))

)
= θi. (2)

In this paper, we will restrict our attention to the case when the LiDAR scanner
is ideal (with no noise) although the bounded noise case can be incorporated in
the proposed framework. The final LiDAR image d(x(t)) ∈ R2N is generated by
processing the observations r(x(t)) as follows:

di(x
(t)) =

(
ri(x

(t)) cos θi, ri(x
(t)) sin θi

)
,

d(x(t)) =
(
d1(x(t)), . . . dN (x(t))

)
. (3)

2.4 Neural Network Controller

We consider a pre-trained neural network controller fNN : R2N → Rm that
processes the LiDAR image d to produce control actions with L internal and
fully connected layers in addition to one output layer. Each layer contains a set of
Ml neurons (where l ∈ {1, . . . , L}) with Rectified Linear Unit (ReLU) activation
functions. ReLU activation functions play an important role in the current
advances in deep neural networks [10]. For such neural network architecture, the
neural network controller u(t) = fNN(d(x(t))) can be written as:

h1(t) = max
(

0, W 0d(x(t)) + w0
)
,

hl+1(t) = max
(

0, W lhl(t) + wl
)
, j = 1, . . . , L− 1

u(t) = WLhL(t) + wL, (4)

where W l ∈ RMl×Ml−1 and wl ∈ RMl are the pre-trained weights and bias vectors
of the neural network which are determined during the training phase.

2.5 Robot Trajectories and Safety Specifications

The trajectories of the robot whose dynamics are described by (1) when controlled
by the neural network controller (2)-(4) starting from the initial condition x0 =
x(0) is denoted by ηx0

: N→ Rn such that ηx0
(0) = x0. A trajectory ηx0

is said
to be safe whenever the robot position does not collide with any of the obstacles
at all times.
Definition 1 (Safe Trajectory). A robot trajectory ηx0

is called safe if ζ(ηx0
(t)) ∈

W, ζ(ηx0(t)) 6∈ Oi, ∀Oi ∈ O, ∀t ∈ N.
Using the previous definition, we now define the problem of verifying the

system-level safety of the neural network controlled system as follows:
Problem 1. Consider the autonomous robot whose dynamics are governed by (1)
which is controlled by the neural network controller described by (4) which
processes LiDAR images described by (2)-(3). Compute the set of safe initial
conditions Xsafe ⊆ X such that any trajectory ηx0

starting from x0 ∈ Xsafe is
safe.
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Fig. 2. Pictorial representation of the proposed framework.

3 Framework

Before we describe the proposed framework, we need to briefly recall the following
definitions capturing the notion of a system and relations between different
systems.

Definition 2. An autonomous system S is a pair (X, δ) consisting of a set of
states X and a set-valued map δ : X ⇒ X representing the transition function. A
system S is finite if X is finite. A system S is deterministic if δ is single-valued
map and is non-deterministic if not deterministic.

Definition 3. Consider a deterministic system Sa = (Xa, δa) and a non-deterministic
system Sb = (Xb, δb). A relation Q ⊆ Xa ×Xb is a simulation relation from Sa
to Sb, and we write Sa 4Q Sb, if the following conditions are satisfied:

1. for every xa ∈ Xa there exists xb ∈ Xb with (xa, xb) ∈ Q,
2. for every (xa, xb) ∈ Q we have that x′a = δa(xa) in Sa implies the existence

of x′b ∈ δb(xb) in Sb satisfying (x′a, x
′
b) ∈ Q.

Using the previous two definitions, we describe our approach as follows. As
pictorially shown in Figure 2, given the autonomous robot system SNN = (X , δNN),
where δNN : x 7→ Ax + BfNN(d(x)), our objective is to compute a finite state
abstraction (possibly non-deterministic) SF = (F , δF ) of SNN such that there
exists a simulation relation from SNN to SF , i.e., SNN 4Q SF . This finite state
abstraction SF will be then used to check the safety specification.

The first difficulty in computing the finite state abstraction SF is the nonlin-
earity in the relation between the robot position ζ(x) and the LiDAR observations
as captured by equation (2). However, thanks to the fact that all workspace
obstacles are restricted to be polytopic, it is direct to show that we can partition
the state-space X into polytopic partitions X1,X2, . . . ,Xp such that that the
map d (defined in equation (3) which maps the robot position to the processed
observations) is an affine map [1] and written as: dXi

= PXi
x+GXi

.
Therefore, as summarized in Algorithm 1, the first step is to compute the

finite set of abstract states F along with the simulation relation Q that maps
between states in X and the corresponding abstract states in F , and vice versa.
The set of abstract states F can be defined as F = {1, . . . , p}. In other words, a
state s ∈ F represents the index of a state space partition. We now define the
relation Q ⊆ X × F as:

Q = {(x, s) ∈ X × F | s = i, x ∈ Xi}. (5)

Finally, we define the state transition function δF of SF as follows:
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s′ ∈ δF (s) if ∃x ∈ X , x′ ∈ X ′
s.t. x′ = Ax+BfNN (d(x)), (x, s) ∈ Q, (x′, s′) ∈ Q. (6)

It follows from the definition of δF in (6) that checking the transition feasibility
between two states s and s′ is equivalent to searching for a robot initial and goal
states along with a LiDAR image that will force the neural network controller to
generate an input that moves the robot between the two states while respecting
the robots dynamics.

While the robot dynamics is assumed linear, the imaging function is affine,
the technical difficulty lies in reasoning about the behavior of the neural network
controller. Thanks to the ReLU activation functions in the neural network, we can
encode the problem of checking the transition feasibility between two regions as
formula ϕ, called monotone Satisfiability Modulo Convex (SMC) formula [25,26],
over Boolean and convex constraints representing, respectively, the ReLU phases
and the dynamics, the neural network weights, and the imaging constraints. In
particular, we consider the following SMC problem:

∃ x, x′ ∈ Rn, u ∈ Rm, d ∈ R2N , (bl, hl, tl) ∈ BMl × RMl × RMl , l ∈ {1, . . . , L}
subject to:

x ∈ Xs ∧ x′ ∈ Xs′ (7)

∧ x′ = Ax+Bu (8)

∧ d = PXs
x+GXs

, (9)

∧
(
t1 = W 0d+ w0

)
∧
( L∧

l=2

tl = W l−1hl−1 + wl
)

(10)

∧
(
u = WLhL + wL

)
(11)

∧
L∧

l=1

Mj∧

j=1

blj →
[(
hlj = tlj

)
∧
(
tlj ≥ 0

)]
(12)

∧
L∧

l=1

Mj∧

j=1

¬blj →
[(
hlj = 0

)
∧
(
tlj < 0

)]
(13)

Once the finite state abstraction SF and the simulation relation Q is computed,
the next step is to divide the finite states F into a set of unsafe states Funsafe

and a set of safe states Fsafe using the following fixed-point computation:

Fkunsafe =





{s ∈ F | ∃x ∈ X : (x, s) ∈ Q,
ζ(x) ∈ Oi,Oi ∈ O} k = 0

Fk−1unsafe ∪
s∈Fk−1

unsafe

Pre(s) k > 0

Funsafe = lim
k→∞

Fkunsafe, Fsafe = F \ Funsafe.

where the F0
unsafe represents the abstract states corresponding to the obstacles

and workspace boundaries, Fkunsafe with k > 0 represents all the states that can



Formal Verification of Neural Network Controlled Autonomous Systems 7

reach F0
unsafe in k-steps, and Pre(s) is defined as:

Pre(s) = {s′ ∈ F | s ∈ δF (s′)}.

The remaining abstract states are then marked as the set of safe states Fsafe.
Finally, we can compute the set of safe states Xsafe as: Xsafe = {x ∈ X | ∃s ∈ Fsafe :
(x, s) ∈ Q}. These computations are summarized in lines 20-30 in Algorithm 1.
The following result summarizes the theoretical guarantees of the proposed
framework and whose proof is given in the appendix:

Theorem 1. Consider the neural network controlled autonomous system de-
scribed in (1)-(4). Then any trajectory ηx with ηx(0) ∈ Xsafe, where Xsafe com-
puted by Algorithm 1, is a safe trajectory.

Algorithm 1 Verify-NN(X , δNN)

1: Step 1: Partition the workspace
2: (F , Q) = STATE-SPACE-PARTITON(W,O)

3: Step 2: Compute the finite state abstraction SF
4: for each s and s′ in F where s 6∈ s′ do
5: Xs = {x ∈ X | (x, s) ∈ Q}
6: Xs′ = {x ∈ X | (x, s′) ∈ Q}
7: Status = CHECK-FEASIBILITY-SMC(Xs,Xs′ , δNN)
8: if Status == FEASIBLE then
9: δF .ADD-TRANSITION(s, s′)

10: Step 3: Compute the safe set
11: Step 3.1: Mark the abstract states corresponding to obstacles and

workspace boundary as unsafe
F0

unsafe = {s ∈ F | ∃x ∈ X : (x, s) ∈ Q, ζ(x) ∈ Oi,Oi ∈ O}

12: Step 3.2: Iteratively compute the predecessors of the abstract unsafe
states

13: Status = FIXED-POINT-NOT-REACHED

14: while Status == FIXED-POINT-NOT-REACHED do
15: Fk

unsafe = Fk−1
unsafe ∪ Pre(Fk−1

unsafe)
16: if Fk

unsafe == Fk−1
unsafe then

17: Status = FIXED-POINT-REACHED

18: Fsafe = F \ Funsafe

19: Step 3.3: Compute the set of safe states
20: Xsafe = {x ∈ X | ∃s ∈ Fsafe : (x, s) ∈ Q}
21: Return Xsafe

Finally, Figure 3 (left) summarizes the scalability results of the proposed
framework versus an increasing number of neurons in the Neural Network. The
results are conducted using the robot workspace shown in Figure 3 (right).
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Fig. 3. A figure showing the execution time of the proposed framework for various
Neural Network architectures with increasing number of neurons. All neural network
is trained using synthetic data collected from a simulated robot that traverses the
workspace shown on the right. The blue regions in the workspace shows the obstacles
that the robot would like to avoid. The figure also shows the partitioning of the
workspace. Each partition corresponds to one of the finite states s in the constructed
finite state abstraction SF .
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A Proof of Theorem 1

It follows from the correctness of the SMC decision procedure used to solve (7)-
(13) that the transition relation δF computed by Algorithm 1 is correct. This in
turn entails the correctness of the simulation relation Q and hence the following
holds:

SNN 4Q SF .
Now recall that Algorithm 1 applies standard reachability analysis on SF to
compute the set of unsafe states. It follows directly from the correctness of
the simulation relation Q established above that Algorithm 1 computes an over-
approximation of the set of unsafe states, and accordingly an under-approximation
of the set of safe states.
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1 Introduction

A key obstacle in the deployment of autonomous systems is the inherent difficulty
of their verification. This is because the behaviour of autonomous systems is hard
to predict; in turn this makes their certification a challenge.

Progress has been made over the past few years in the area of verification
of multi-agent systems where a number of methods based on model checking
and theorem proving have been put forward [2, 20, 17]. Some of this work has
been combined with safety analysis and abstraction thereby resulting in the
assessment of designs such as autonomous underwater vehicles [10].

A key assumption made in the literature on autonomous systems is that
their designs have been traditionally implemented by engineers. But parts of AI
systems are increasingly realised by machine learning, thereby making present
verification approaches not applicable. For example, vision systems currently
being tested in autonomous vehicles make use of special classes of feed-forward
neural networks to classify the environment at runtime [25]. It follows that, to
be able to verify and certify forthcoming autonomous systems, methods for the
verification of systems based on neural networks are urgently required.

In this paper we develop a novel method for the verification of closed-loop sys-
tems of one agent, based on a neural network, interacting with an environment.

? A shorter version of this article appeared in the Proceedings of the 33th AAAI
Conference on Artificial Intelligence (AAAI19). Honolulu, HI, USA. AAAI Press.
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Specifically, we study systems in which the agent is memoryful and realised via
a previously trained recurrent neural network [13]. As we discuss below, we are
not aware of other methods in the literature addressing the formal verification
of systems based on recurrent networks. The present contribution focuses on
reachability analysis, that is we intend to give formal guarantees as to whether a
state, or a set of states are reached in the system. Typically this is an unwanted
state, or a bug, that we intend to ensure is not reached in any possible execu-
tion. Similarly, to provide safety guarantees, this analysis can be used to show
the system does not enter an unsafe region of the state space.

The rest of the paper is organised as follows. After the discussion of related
work below, in Section 2, we introduce the basic concepts related to neural net-
works that are used throughout the paper. In Section 3 we define Recurrent
Neural Agent-Environment Systems and define their verification decision prob-
lem. In Section 4 we show that for verification purposes recurrent networks can
be simulated by simpler feed-forward networks as long as the analysis is on
bounded executions. We exploit this in Section 5 where we provide a complete
(up to bounded executions) procedure for the verification of recurrent neural
agent-environment systems. We give details of an implementation of the ap-
proach in Section 6, where we benchmark the procedures previously introduced.

Related Work. As mentioned above, there is a large literature on verification of
agent-based systems. With the exceptions mentioned below, differently from this
paper, this body of work deals with agents that are designed by using declarative
or procedural programming languages. Therefore their aims and techniques are
different from ours.

There has been recent work on the formal verification of feed-forward net-
works. This was first explored in [24], which addressed sigmoid activation func-
tions, and could be scaled up to approximately 20 neurons. More recently, [16,
19, 9, 5, 11, 27] considered Rectified Linear Unit activation functions, as we do
here, but differently from the present contribution, all previous analyses are lim-
ited to feed-forward networks and purely reachability conditions. Instead, our
contribution focuses on systems based on recurrent neural networks specified in
a restricted version of LTL. Further recent work on verification of neural net-
works focuses on adversarial examples, e.g., [15], and has different aims from
those here pursued.

Much closer to the work here presented is [1, 31, 8], where verification meth-
ods for reachability in closed-loop systems controlled by a ReLU feed-forward
network is presented. In contrast with these works, we here focus on recurrent
neural networks, which require a different theoretical treatment. We take up the
model introduced in [1] of a neural agent-environment system, and modify it
by introducing agents based on recurrent networks. The implementation here
presented uses the module released in [1] for the verification of feed-forward
networks, but extends it by supporting agents defined on recurrent networks as
well.
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2 Preliminaries

In this section we introduce our notation for neural networks that will be used
throughout the rest of the paper. We assume the basic definition of a recurrent
neural network and related notions [14].

Recurrent neural networks. Recurrent neural networks (RNNs) are known to
be difficult to train and whose behaviour is difficult to predict. Differently from
FFNNs, whose output is always the same given a certain single input, RNNs
were designed to process sequences of data, and are equipped with a state that
evolves over time. As a result, the behaviour of an RNN depends on the history
of their inputs. We formalise this below.

Definition 1. A single-layer recurrent neural network (RNN) R with h hidden
units and input size i and output size o is a neural network associated with the
weight matrices Wi→h ∈ Ri×h, Wh→h ∈ Rh×h and Wh→o ∈ Rh×o, and the two
activation functions σ : Rh → Rh and σ′ : Ro → Ro.

The weight matrixWi→h defines the weights of the connections between input
units and hidden units, Wh→h defines the weights of the connections between
hidden units, and Wh→o defines the weights of the connections between hidden
units and output units. We refer to the value of the hidden units as the state of
the network, due to the self-loop introduced by Wh→h. The activation function
σ is applied to the state before it is passed onto the next time step, and σ′ is
applied to the state of the network at a given time step, in order to compute
the output of the network at that time step. In what follows, we only consider
ReLU activation functions for σ and σ′.

Definition 2 (Function computed by RNN). Let N be an RNN with weight
matrices Wi→h, Wh→h and Wh→o. Let x̄ ∈ (Rk)n denote an input sequence of
length n where each element of the sequence is a vector of size k, with x̄t denoting
the t-th vector of x̄. We define hx̄0 = 0̄ as a vector of 0s. For each time step
1 ≤ t ≤ n, we define:

hx̄t = σ(Wh→hh
x̄
t−1 +Wi→hx̄t).

Then, the output of the RNN is given by f(x̄) = σ′(Wh→oh
x̄
n).

The ability of RNNs to recall information from previous time steps has tradi-
tionally made them useful in language-related tasks such as text prediction [28].
However, since they define a stateful component, they can be taken as a basis
for a stateful agent as we do in the next section.

3 Recurrent Neural Agent-Environment Systems

We introduce recurrent neural agent-environment systems (RNN-AES). RNN-
AESs are an extension of the neural agent-environment systems introduced in [1]
which are defined on feed-forward neural networks instead.
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An RNN-AES is a closed-loop system comprising an environment and an
agent. The environment is stateful and updates its state in response to the
actions of the agent. The agent is implemented by an RNN and chooses the next
action on the basis of a sequence of (possibly incomplete) observations of the
environment. We begin by defining the environment.

Definition 3 (Environment). An environment is a tuple E = (S,O, o, tE),
where:

– S is a set of states of the environment,
– O is a set of observations of the environment,
– o : S → O is an environment observation function that given an environment

state returns an observation of it that agents can access,
– tE : S×Act→ S is a transition function which given the current state of the

environment and an action performed by the agent returns the next state of
the environment.

Notice that if we wish to have a fully observable environment, we can take O = S
and o = id, but the above framework also allows us to have a partially observable
environment by taking some O 6= id.

We assume that the environment’s observation and transition function are
linearly-definable. If they are not, they can be linearly approximated to an ar-
bitrary level of precision. See, e.g., [1, 7] for a discussion on this.

We now proceed to define a recurrent neural agent, which performs actions
on the environment on the basis of its past observations of it, and the current
observation.

Definition 4 (Recurrent Neural Agent). A recurrent neural agent, or sim-
ply an agent, denoted AgtN , acting on an environment E is defined by an action
function act : O∗ → Act, which given a finite sequence of environment observa-
tions from O ⊆ Rm returns an action from a set Act = Rn of admissible actions
for the agent. The function act is implemented by a ReLU-RNN N with m inputs
and n outputs computing a function f : (Rm)∗ → Rn, i.e. act(e) = f(e).

We now proceed to define a recurrent neural agent-environment system, which
is a closed-loop system of an environment composed with an agent acting on it.

Definition 5 (RNN-AES). A recurrent neural agent-environment system
(RNN-AES) is a tuple AES = (E,AgtN , I) where:

– E = (S,O, o, tE) is an environment with corresponding state space S, obser-
vation space O, observation function o and transition function tE,

– AgtN is a recurrent neural agent with corresponding action function act :
O∗ → Act,

– I ⊆ S is a set of initial states for the environment.

We will assume that the set of initial states for the environment is linearly-
definable, or has been linearly approximated to a suitable degree of accuracy.
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An RNN-AES is a general model that can be used to encode agents im-
plemented by RNNs interacting with an environment. For example, recurrent
controllers in power-plant scenarios can be modelled in this framework.

We would like to verify RNN-AESs against temporal specifications. To do
so, we first describe how the system evolves at each time step.

Definition 6 (System evolution). Given an RNN-AES system AES = (E,
AgtN , I), we say that AES evolves to state y ∈ S from initial state x ∈ S after

n ∈ N steps if t
(n)
E (x) = y where t

(n+1)
E (x) = tE(t

(n)
E (x), f(o(t

(0)
E (x)) . . . o(t

(n)
E (x))))

for n ≥ 1 and t
(0)
E (x) = x denotes the repeated application of the transition func-

tion tE, and where f denotes the neural action function of the agent AgtN .

We use Π to denote the set of all infinite paths. For a path ρ ∈ Π, we use
ρ(i) to denote the ith state in ρ and ρi to denote the subset of the path obtained
by omitting the first i states.

We now introduce the specification language that we will use to reason about
RNN-AESs. Our specifications are inspired by Linear Temporal Logic [23] and
are indexed by a natural number representing the number of time steps up to
which the temporal modalities need to be satisfied.

Definition 7 (Specifications). For an environment with state space S = Rm,
the specifications φ are defined by the following BNF.

φ ::= XkC | CU≤kC
C ::= C ∨ C | x ≤ y | x ≥ y | x = y | x 6= y | x < y | x > y,

for x, y ∈ R ∪ {x0, . . . , xm} and k ∈ N.

The temporal formula XkC is read as “after k time steps it is the case that C”.
The formula C1U≤kC2 is read as “C2 holds within k time steps and C1 holds up to
then”. A constraint C holds at a given time step if the state of the environment
at that time step satisfies it. Notice we can have a disjunction of constraints but
not a conjunction since our procedure will need the negation of the constraint
to be linearly definable.

Observe that we use linear constraints on the state of the environment as the
only atomic propositions and do not have nesting of temporal operators. Given
a constraint C, we will use C̄ to denote the constraint obtained by negating it
(this will be a conjunction of linear constraints).

For example, consider an environment with state space S = [0, 100] giving
the position of a cart on a track. We can express the specification that after 5
time steps the cart will be at a distance of at most 10 from the start of the track
by the formula X5(x0 ≤ 10).

We now define the satisfaction relation.

Definition 8 (Satisfaction). Given a path ρ ∈ Π on an RNN-AES and a
formula φ, the satisfaction relation |= is defined as follows (we omit all but one
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of the cases for constraints since they are all similar):
ρ |= C1 ∨ C2 iff ρ |= C1 or ρ |= C2;
ρ |= x ≤ y iff the state ρ0 satisfies the constraint x ≤ y;
ρ |= XkC iff ρ(k) |= C;
ρ |= C1U≤kC2 iff there is some i ≤ k such that ρ(i) |= C2

and ρ(j) |= C1 for all j < i.

We say that an agent environment system AES satisfies a formula φ if it is
the case that every path originating from an initial state i ∈ I satisfies φ. We
denote this by AES |= φ. This is the basis of the model checking problem that
we consider in this paper, which we formalise below.

Definition 9 (Model Checking). Given an RNN-AES AES and a formula
φ, determine if it is the case that AES |= φ.

The remainder of the paper will be dedicated to obtaining a sound and
complete verification procedure for this decision problem.

4 Unrolling of RNNs

Agents in RNN-AESs are stateful and implemented via RNNs (see Definition 1).
To provide a method for the verification of RNN-AESs against the temporal
language introduced in the previous section, we show an equivalence result with
FFNNs on finite paths. This enables us to frame verification of RNN-AESs in
terms of reachability properties of specific FFNNs. Once this is in place we will
be able to exploit existing results on the verification of FFNNs [16, 9, 19].

At the essence of our method is the notion of unrolling. Specifically, we unroll
the recurrent loop in an RNN into an FFNN and show the latter is equivalent
to the former on paths whose length is dependent on the unrolling considered.

We consider two similar but distinct ways of unrolling the RNN: Input on
Start and Input on Demand.

Input on Start (IOS). In this method, all the input values are initially scaled
according to the weights of the W(i→h) matrix. Then, at the time step when the
input is needed it is passed unchanged to the corresponding hidden unit.

Before defining this construction, we introduce some notation. We denote by
Ia the a× a identity matrix, by Oa,b the a× b zero matrix, and by A⊗B is the
Kronecker product [4] of matrices A and B defined by:

(A⊗B)i,j =Ab(i−1)/pc+1,b(j−1)/qc+1 ·B(i−1)%p+1,(j−1)%q+1,

where bac defines the floor of a and a%b represents the remainder of a/b.
Now, we can proceed to define the construction of our unrolling. This is

shown visually in Figure 1a, which can be found in Appendix B. We formalise
the construction in the definition below.
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Definition 10. Let R be an RNN with weight matrices W(i→h), W(h→h) and
W(h→o). Let n ∈ Z+ be the length of a sequence of inputs. Then, the FFNN
Rn, called the length n unrolling of R, is defined by assigning to each layer the
weights:

W (1) = Is ⊗W(i→h),

W (l) =

[
W(h→h) O|H|, (s−l)·|H|

I(s−l) ⊗ I|H|

]
for l ∈ {2, .., n},

W (n+1) = W(h→o).

Notice that the input layer of the network applies the transformation defined
by W(i→h) to the input data. The hidden layers each take in another element
of the transformed input data and combine it with the existing state using the
weights in W(h→h). Finally, the output layer applies the transformation given by
W(h→o).

In Theorem 1, which can be found in Appendix A, we show that given an
RNN R, the FFNN Rn constructed by following Definition 10 is an appropriate
abstraction. Specifically, the outputs produced by Rn are the same as those
produced by R on any input sequence of length n.

Input on Demand (IOD). This unrolling method differs from the IOS method by
passing on the input unchanged to the hidden units, rather than transforming
the input at the start. This is illustrated in Figure 1b, which can be found in
Appendix B.

Definition 11. Let R be an RNN with weight matrices W(i→h), W(h→h) and
W(h→o). Let n ∈ Z+ be the length of sequences that we wish to consider. Then,
the FFNN R′n, called the length n unrolling of R, is defined by assigning to each
layer the weights:

W (1) =

[
W(i→h) O|I|, |I|(s−1)

O(|I|(s−1)), |H| I|I|(s−1)

]
,

W (l) =




W(h→h) O|H|, |I|(s−l−1)

W(i→h) O|I|, |I|(s−l−1)

O(|I|(s−l−1)), |H| I|I|(s−l−1)


 for l ∈ {2, .., n},

W (n+1) = W(h→o).

Notice that in this case the input layer applies the transformation given by
W(i→h) to the first element of the sequence, and passes the rest of the sequence
along unchanged. Each hidden layer then applies W(i→h) to another element of
the sequence and combines this with the existing state using W(h→h). Finally,
the output layer applies the transformation given by W(h→o).

As for IOS, in Theorem 2, which can be found in Appendix A, we show
that the IOD construction also produces an appropriate abstraction which is
behaviourally equivalent to the original RNN for input sequences of length n.
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5 Verification of RNN-AESs

Having defined a sound unrolling of RNNs, we now show how to use this to
verify RNN-AESs against the specifications previously introduced. Since both
unrolling methods are correct, in the following we assume to fix one of the two.
Their relative performance will be evaluated later.

The verification procedure defined in Algorithm 1 (which can be found in Ap-
pendix B) reduces the model checking problem for RNN-AESs to an instance of
a mixed integer linear programming (MILP) problem. A MILP problem concerns
finding a solution to a set of linear constraints on integer, binary or real-valued
variables. We do not formalise the problem or methods that exist to solve it here
as this is tangential to our work. For further information on MILPs, we refer the
reader to [30]. It has been shown previously [16, 9, 19] that an l-layer FFNN N
can be encoded as a set of linear constraints CN on continuous variables x̄ ∈ Rm

and ȳ ∈ Rn and binary variables ∆ = ∪li=2δ̄
(i) with δ̄(i) ∈ BL(i)

, such that CN is
satisfiable when substituting in x̄ and ȳ iff f(x̄) = ȳ. We assume the existence
of ∆ in a MILP encoding of an FFNN N , and omit it for brievity in the rest of
our discussion.

Our procedure is shown in Algorithm 1, described formally in Appendix B.
It takes as input an RNN-AES and a specification and returns whether the
specification is satisfied on the system.

We use X[x̄, ȳ] to denote a set of constraints X with the variable x̄ renamed
to ȳ. We use SAT to denote a function checking whether a set of linear constraints
passed as its argument is satisfiable.

We assume that the transition function is given by a set of linear constraints
Ct on the variables x̄ (the current state), ā (the action performed by the agent)
and ȳ (the next state). We also assume the observation function is given by the
set of linear constraints Co on x̄ and ō. Finally, we assume that the function
computed by each Rn is given by a set of linear constraints CRn on ō and ān.

For a formula XkC, for each step n from 0 to k the algorithm adds constraints
corresponding to the observation function, the unrolling of length n of the RNN
and the transition function of the environment. The constraint problem will then
be satisfied precisely by states that are possible after k time steps. Then, the
procedure checks whether it is possible for C̄ to be satisfied in any of these states,
and returns a result accordingly.

The algorithm for C1U≤kC2 is similar, except that at each time step n we
check whether it is the case that C2 is always satisfied. If this is the case, we can
return True. If this is not the case then we continue from the states that did not
satisfy C2. We first check that these all satisfy C1. If this is not the case, we can
return False. If it is the case, then we continue to the next time step. If we have
reached k time steps and still have not returned a result, then there are paths
of length k for which no state satisfies C2. So, we return False.

Having proved the validity of our method (a more formal proof can be found
in Theorem 3, which is in Appendix A), we now proceed to present an imple-
mentation of it.
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6 Implementation and Evaluation

We implemented the methods described in the previous sections into an ex-
perimental toolkit, called RNSVerify [26], thereby automating the unrolling
procedures described in Section 4 as well as the verification procedure described
in Algorithm 1. RNSVerify analyses an RNN-AES AES, which is composed
of a recurrent neural agent, a linearly approximated environment, and a linearly
defined set of initial states. RNSVerify supports specifications from Defini-
tion 7. The number of steps to be considered and the choice of the unrolling
method are passed to the tool as additional parameters.

RNSVerify is written in Python and uses Gurobi ver. 7.5.2 [12] as its under-
lying MILP solver. Our use of Gurobi is motivated by its attractive performance
in various benchmarks [21].

Upon invocation the agent’s RNN is unrolled into an FFNN (as described in
Section 4) and the resulting linear constraints for the network are added to a
MILP as described in the encoding given in [1], along with the encoding for the
environment and the state transitions, as described in Section 5.

The tool outputs True if the property holds in the AES, or False if it does
not. If the output is False, the tool also returns a counter-example for the
formula in the form of a trace of states and actions for the agent.

In order to evaluate our implementation and its scalability, we consider the
Open AI task Pendulum-v0 [22]. The objective of the task is for an agent to
learn how to keep a pendulum upright by applying small rotational forces at each
time step. For the agent, we used Q-Learning [29] to train a ReLU-RNN with
16 hidden units using the open source deep learning toolkit Keras ver. 2.2.2 [6].
The weights of the RNN were initialised as described in [18]. The environment
was linearly approximated using a ReLU-FFNN as described in [1].

In order to utilise a Q-Learning approach, we discretised the action space of
the agent such that it may only produce forces contained in the set {−1, 1}, i.e.,
only a positive or negative force of equal magnitude. At each time step k, the
network takes as input a sequence of states in the form [(θ0, θ̇0), . . . , (θk−1, θ̇k−1)],
where at each time step θ represents the current angle of the pendulum and θ̇
represents its angular velocity, and outputs two Q-values [q1, q2]. To convert back
into action space, we take the index iq = arg max([q1, q2]) and apply a force of
−1 if iq = 0 or a force of 1 if iq = 1 to compute the environment state for the

next time step. Let (θi, θ̇i) denote the initial state of the environment and let
(θf , θ̇f ) denote the final state of the environment after n time steps. We fix a set

of initial states with 0 ≤ θi ≤ π/64 and 0 ≤ θ̇i ≤ 0.3, i.e., the pendulum begins
possibly off-centre to the right and with an angular velocity taking it possibly
further to the right.

We checked the property φ = Xn(θf > −ε) for different positive values of
ε and a variable number of steps n. Our results are recorded in Table 1 (in
Appendix B), along with the time needed to obtain these results on a machine
running Linux kernel 3.16 on an Intel Core i5-3320M CPU with 4GB of RAM.
Notice this property is true precisely if after n time steps it is always the case
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that the pendulum is not more than ε to the left of the vertical (i.e,. θf = 0).
When the property is false, the tool provides a trace showing the agent failing
to satisfy the property, i.e., causing the pendulum to fall more than ε to the left
of the vertical. For instance, when n = 3 and ε = π/70, the tool returns a trace
starting from the initial state (0, 0) where the agent repeatedly applies a force
of −1 to bring the pendulum to the final state (−0.046,−0.472). We see from
this that the agent does not attempt to apply a force to move the pendulum in
an opposite direction in order to keep the pendulum upright, but rather allows
it to continue to fall. This highlights a case where the agent does not behave
as desired. Following this the agent could be retrained and further verification
conducted.

All our test results confirmed the correctness of the implementation. Further,
note from the timing results that the IOD unrolling method performs better than
IOS in all cases, with the difference being particularly noticeable for large values
of n. This is likely due to the fact that, as shown in Table 1 (in Appendix B),
the constraint problems constructed by RNSVerify have more variables and
constraints in them and, accordingly, take Gurobi longer to solve. The perfor-
mance of our experimental tool is promising and scales well with the number of
steps.

7 Conclusions

As we argued in the Introduction, recent developments of autonomous and
robotic systems, in which neural networks are used in parts of the architec-
ture, make the formal verification of the resulting systems very challenging. In
this paper we have developed a method for the formal verification of systems
composed by a stateful agent implemented by an RNN interacting with an en-
vironment. We have introduced a semantics supporting this closed-loop system,
defined and solved the resulting verification problem. The method relies on un-
ravelling RNNs into FFNNs and compiling the resulting verification problem into
a MILP. We showed the method is sound, complete and effective for controllers
of limited complexity.

The method is novel and addresses a presently unsolved problem as no
method for verifying RNNs or agents based on them currently exists. In the
future we intend to address some limitations of our approach to make it suit-
able for verifying real-life autonomous systems. Firstly, we intend to improve on
the present solutions for the verification step. This is presently implemented in
MILP, but there is no reason it should not be carried out in SMT [3], or by com-
bining approaches to improve its performance. Secondly, we intend to develop
the toolkit RNSVerify further by adding a modelling language for the agents
and the environment.

Acknowledgements. Alessio Lomuscio is supported by a Royal Academy
of Engineering Chair in Emerging Technologies. This work is partly funded by
DARPA under the Assured Autonomy programme.
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A Proofs

Here we show that given an RNN R, the FFNN Rn constructed using IOS by
following Definition 10 of Section 4 is an appropriate abstraction, i.e., the outputs
produced by Rn are the same as those produced by R on any input sequence of
length n.

Theorem 1. Let f : (Rx)n → Ry denote the function computed by R and g :
Rxn → Ry denote the function computed by Rn. Then, for all x̄ ∈ (Rx)n, it is
the case that f(x̄) = g((x̄0,0, . . . , x̄x,n)).

Proof (Proof sketch). The proof relies on showing that the output of layer k of
the FFNN for k < n is equal to the value of hx̄k in Definition 2. Then, the output
of layer n+ 1 corresponds to the output of the RNN.

Similarly, one can show that the IOD construction from Section 4 produces an
appropriate abstraction behaviourally equivalent to the original RNN for input
sequences of length n.

Theorem 2. Let f : (Rx)n → Ry denote the function computed by R and g :
Rxn → Ry denote the function computed by R′n. Then, for all x̄ ∈ (Rx)n, it is
the case that f(x̄) = g((x̄0,0, . . . , x̄x,n)).

Proof. The proof is similar to that of Theorem 1.

We now proceed to prove the correctness of Algorithm 1 described in Sec-
tion 5.

Theorem 3. For every RNN-AES AES and formula φ, Algorithm 1 returns
True iff AES |= φ.

Proof (Proof sketch). We first prove the case for φ = XkC. Suppose that the
algorithm returns False. Then it follows, that on Line 8 we found a satisfying
assignment for the constraint problem {C̄} ∪ C. Notice that since this satisfies
the constraints added to C in Line 5 and 6, it is a length k path of the system
(this follows from the unrolling being valid, as proved in Theorems 1 and 2).
Notice also that since the final state satisfies C̄, it gives a counter-example for
AES |= XkC. Hence, we have AES 6|= φ, as desired. Conversely, note that if
we returned True then no such path can exist (since otherwise it would give a
satisfying assignment for the constraints), so AES |= φ.

Now, let φ = C1U≤kC2. Suppose we return False on Line 16 on the nth
iteration of the loop. Then, we found that {C̄1}∪C has a satisfying assignment.
It can be checked that the constraints added to C in Line 18 and 19 force this
to be a valid path of length n, and the constraints added on Line 11 force that
C2 did not hold in the first n states of the loop. Finally, the constraint C̄1 means
that C1 does not hold in the nth state. So, this path proves that AES 6|= φ. If
we returned False on Line 21, then on the kth iteration of the loop, we must
have found a satisfying assignment for C on Line 12. Notice this gives a path
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of length k along which C2 is never satisfied, proving that AES 6|= φ. Finally,
suppose we returned True on Line 13. Then, we could not find an assignment
for C on the nth iteration of the loop for some n ≤ k. Notice this means that
along every path of length n, we reach a state satisfying C2, and do not reach a
state satisfying C̄1 before this (otherwise we would have returned on Line 16).
This shows that AES |= φ.

B Figures

x11 x12 x21 x22 x31 x32 x41 x42

o

(a) Input on Start

x11 x12 x21 x22 x31 x32 x41 x42

o

(b) Input on Demand

Fig. 1: FFNNs constructed from an example RNN with an input sequence of
length 4, input size of 2, 3 hidden units and output size 1. Note that the layers
are fully connected but 0-weight connections are omitted from the image for
clarity. Brown connections represent weights from the RNN, with dashed lines
from W(i→h), solid lines from W(h→h), and dotted lines from W(h→o). Black lines
represent a weight of 1.
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Algorithm 1 Verification Procedure

Input: RNN-AES AES; formula φ
Output: True/False

1: C ← CI

2: switch φ do
3: case XkC
4: for n← 0 until k do
5: C ← C[x̄, x̄n] ∪ Co[x̄, x̄n][ō, ōn] ∪ CRn ∪ Ct[x̄, x̄n][ā, ān][ȳ, x̄]
6: end for
7: return ¬ SAT({C̄} ∪ C)

8: case C1U≤kC2
9: for n← 0 until k do

10: C ← C ∪ {C̄2}
11: if ¬ SAT(C) then
12: return True

13: end if
14: if SAT({C̄1} ∪ C) then
15: return False

16: end if
17: C ← C[x̄, x̄n] ∪ Co[x̄, x̄n][ō, ōn] ∪ CRn ∪ Ct[x̄, x̄n][ā, ān][ȳ, x̄]
18: end for
19: return False

Time taken (seconds) for ε Problem size
π/10 π/30 π/50 π/70 Variables Constraints

1 0.004s 0.056s 0.012s 0.067s 0.011s 0.011s 0.014s 0.014s 273 273 336 336
2 0.060s 0.052s 0.114s 0.179s 0.244s 0.138s 0.253s 0.197s 620 736 766 736
3 0.247s 0.372s 1.068s 0.904s 6.092s 5.794s 0.125s 0.552s 1055 1455 1306 1806

n 4 2.176s 2.578s 5.359s 7.222s 0.182s 0.378s 0.198s 0.368s 1590 2494 1971 3101
5 10.04s 20.57s 0.293s 31.07s 0.317s 0.748s 0.294s 0.663s 2237 3917 2776 4876
6 13.99s 73.97s 0.367s 3.264s 0.357s 31.07s 0.359s 23.99s 3008 5788 3736 7211
7 31.93s 54.30s 0.497s 96.54s 0.488s 116.8s 0.478s 207.8s 3915 8171 4866 10186
8 0.689s 693.2s 0.660s 294.9s 0.696s 239.8s 0.703s 243.3s 4970 11130 6181 13881

Table 1: The results of checking the property Xn(θf > −ε) for n steps using
the Input on Demand (shown in bold font) and Input on Start (non-bold font)
unrolling methods for different values of ε and n. Greyed out cells indicate a
False result and white ones a True result. The time in the leftmost cells indicate
the time Gurobi took to solve the corresponding MILP problem constructed
by RNSVerify. The rightmost columns of the table represent the size of the
constraint problem constructed by RNSVerify in terms of number of variables
and constraints.
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Abstract. We describe the concept of logical scaffolds, which can be
used to improve the quality of software that relies on AI components.
We explain how some of the existing ideas on runtime monitors for per-
ception systems can be seen as a specific instance of logical scaffolds. Fur-
thermore, we describe how logical scaffolds may be useful for improving
AI programs beyond perception systems, to include general prediction
systems and agent behavior models.

Keywords: AI · Autonomous systems · Formal methods.

1 Introduction

Recent progress in AI has led to possible deployment in a wide variety of impor-
tant domains. This includes safety-critical cyberphysical systems such as auto-
mobiles [1] and airplanes [7], but also decision making systems in diverse domains
including legal [15] and military applications [3].

Current AI programs differ from traditional programs in their reliance on
data. The specification, input-output semantics, and executable generation pro-
cedure are all data driven [9].

Unlike traditional software development, in AI programs a specification is not
formally articulated. Indeed, in many of the most promising recent applications
of AI, such as vision and human intent prediction, it is not feasible to write a
formal specification. Instead, an implicit specification is provided via a test set,
and the goal is to achieve a certain performance over the test set.

Traditional software development specifies the input-output semantics of the
program in a programming language. In AI programs, the engineer provides a
training dataset, and the program must match the input-output statistics of the
dataset.

Instead of using a compiler to translate the programming language constructs
to machine code, an engineer provides a “skeleton” in the form of a powerful
function approximator (such as a neural network). The engineer then uses an
optimization procedure to search for the parameterization that provides the
best approximation to the input-output statistics of the training data. A cross-
validation set is used to check generalizability of the learned function to unseen
data.

This paradigm has proven to be powerful, especially in domains in which
it is difficult to formally articulate the specification for the program, much less
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write a declarative program. However, this approach suffers from the following
drawbacks.

1. Implicit specifications Since the specification is given implicitly as a de-
sired performance over a test set, it is difficult for the tests to ascertain
whether the program is providing the right answers for the right reasons [10].
For this reason, the test set may fail to test the right things. This type of
implicit specification is inadequate for use in a safety case, and it will be
difficult to ascertain that programs tested in this way will be safe to deploy.

2. Non-representative training set Since the program seeks to match the
statistical input-output properties of the training dataset, deficiencies of this
training set will extend to deficiencies of the program. For example, scenarios
that occur rarely in the training set may be fairly common in the real world,
leading to degraded performance in deployment [2]. In this sense, the training
set may fail to train for realistic scenarios.

3. Robustness and sensitivity to adversarial attacks Since the model
is templated by a functional template with many degrees of freedom, it is
common for the process to result in programs that are susceptible to extreme
sensitivity to irrelevant features of the input. The literature on adversarial
examples demonstrates how slight perturbations to an input can lead to
incorrect results with high confidence [6].

We propose to attack these issues by the use of logical scaffolds, which are
lightweight formal properties that provide some information about the relation-
ship of the program inputs and outputs. These logical scaffolds can be written
in languages for which monitoring algorithms exist, such as Signal Temporal
Logic [12], Signal Convolutional Logic [16], Timed Quality Temporal Logic [4]
and many others. Logical scaffolds may arise from a number of different sources,
including a formalization of physical laws, domain knowledge, and common
sense.

Logical scaffolds are more general than related work such as reasonableness
monitors [5] and model assertions [8] because scaffolds can be used for different
types of AI programs beyond merely perception. Furthermore, recent work in
smoothly differentiable formulations of STL and MTL [11, 14, 13] enable the
scaffolds to become part of the training process directly.

2 Logical scaffolds

Informally, a logical scaffold is a predicate that encodes something that is be-
lieved to be true about the input-output relation of an AI program. It is not
a complete specification. If a specification existed, the scaffold would be a log-
ical consequence of the complete specification. In other words, the scaffold is a
consequence of correct functionality. As such, it constitutes a necessary, but not
sufficient, condition for correct behavior.
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Most of the existing literature on monitoring runtime properties is centered
around perception systems. These runtime monitors can be formalized as scaf-
folds, but the key idea can be generalized beyond perception to include applica-
tions in explainable intent prediction and expressible behavior modeling.

Sources of logical scaffolds are as diverse as the sources of human intuition
about the application domain. The following is not an exhaustive list.

– Perception
• Commonsense notions of label consistency, like the properties monitored

in [4] and [8], in which class labels are not expected to mutate or drop
out between frames.

• Class-specific information, such as the intuition that a mailbox should
not be seen crossing the road [5].

– Intent prediction and behavior modeling
• Physics-derived knowledge, such as knowledge of maximum speeds or

actuator capabilities, for example, that on an icy road, other vehicles
may be out of control or less able to brake and swerve.

• Natural expectations that pedestrians and vehicles are unlikely to seek
damage to themselves, unless they are out of control.

The challenges related to implicit specifications are ameliorated by using
logical scaffolds at training and testing time. For generative models, such as
intent predictors and agent models, we can impose an understandable structure
on the latent space, as described below. At testing time, we are able to use
parametric logical scaffolds to learn explanations of the input-output behavior
of the system, which can be used to check that the system is passing its tests
for the right reasons.

The challenges related to non-representative training sets as well as robust-
ness and sensitivity to adversarial attacks can be ameliorated by using the scaf-
folds at deployment.

The work of Kang et al. [8] has shown how hand crafted runtime monitors
can be used to flag scenarios in which the program fails. These scenarios can
then be added to the training set, yielding greatly improved performance. This
approach has a flavor of active learning, in which the scenarios that are most
difficult for the program are fed back for further study. Here, we propose that
the monitors need not be hand crafted, but automatically generated from logical
scaffolds that express a variety of properties. Conversely, in [4], Dokhanchi et
al. automatically generate monitors from Timed Quality Temporal Logic that
check for label stability, i.e., ensuring that labels do not mutate across frames.

2.1 Training

There may be many ways that logical scaffolds can be used at training time.
In this work we consider training generative models that make use of a latent
space.

Generative models are models that can generate data that is similar to the
data they are trained on. Important examples of generative models for contem-
porary applications include the following.
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1. Intent predictors, which are used by autonomous vehicles or other robots to
predict future trajectories of other agents, such as automobiles, pedestrians
and bicycles.

2. Reactive agents, which seek to generate appropriate behaviors for a specific
environment. Examples may include simulations agents that subject an au-
tonomous vehicle, drone, or robot to challenging but realistic behaviors, as
well as decision-making agents for different applications.

3. Scenario generators, which seek to synthesize testing and simulation envi-
ronments that may be challenging but still realistic.

We can use logical scaffolds expressed in a differentiable logic (e.g. [11], [13],
[14]) and use them to add structure to the latent space. A diagram of this idea
is shown in Figure 1.

generative
program

smooth
parametric
scaffolds

latent
space

generated
signals

parameter
optimization

explainability
evaluation

(untrained)
generative
program

logical
scaffolds

smooth
satisfaction
metric

encoder
(unlearned)
latent
space

data

backpropagation

Fig. 1. Learning latent spaces from explanations

2.2 Testing

At test time, we are interested in finding out whether the model is producing
the correct outputs for the correct reasons. To accomplish this, we make use of
parametric logical scaffolds, i.e. scaffolds with free parameters.

We sample from the latent space, and prompt the model to generate an
output. Then, we take a bank of pSTL formulas, and fit values for each of the
parameters. Then, we check to see which of the parameters have clusters that
correspond to the clusters of the original latent space. The corresponding STL
formulas are “explanations” of the latent space clusters. A diagram of this idea
is shown in Figure 2.
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Fig. 2. Learning explanations for latent spaces

2.3 Deployment

At deployment, the logical scaffold can be used to detect anomalies. These
anomalies can later be fed back into the training procedure for the next it-
eration of the system. The use of logical scaffolds for runtime improvement is
predicated on the fact that these scaffolds are written in formal languages that
support runtime monitoring.

The work of [8] has already demonstrated how hand-crafted runtime monitors
can be used to greatly improve the performance of single shot detectors, and the
work of [4] has developed a special-purpose runtime logic to monitor the stability
of class labels.

The idea of augmenting AI programs with knowledge of physics (“Newton +
Hinton”3) is not new. We believe that even greater impact can be obtained from
the broader principle of systematically developing logical scaffolds that encode
physics domain-specific knowledge, and common sense.

3 Conclusions and Future Work

We have outlined a technique of “logical scaffolding”, which involves conditions
that are necessary for correctness, but not sufficient. We have outlined how these
logical scaffolds can be used to improve the performance and reliability of AI
systems at training, testing, and deployment.

In future work, we will explore case studies in perception, behavior modeling,
and scenario generation.
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Abstract. Providing safety guarantees is extremely important for neu-
ral networks used in safety critical applications. Due to their high di-
mensionality, deep neural networks pose a difficult challenge to modern
formal verification techniques. Adversarial robustness, a safety property
describing the robustness of a network to adversarial examples, can be
formally defined as the non-existence of adversarial examples within a
region around a tested point in the input space. Even though the region
being verified is limited to a relatively small radius, the continuous na-
ture of weights and biases in neural networks makes exhaustive search for
adversarial examples infeasible. On the other hand, discretization of the
region can significantly speed up the search. Adding a feature dimension
heuristic to the search has successfully improved the performance and
feasibility of adversarial robustness verification. This paper describes a
specification-guided dimension selection method that utilizes the training
data of the network to guide a search of the robustness region. Compar-
ison with a state-of-the-art verification tool demonstrates improvement
in both efficiency and confidence in adversarial example detection.

1 Introduction

Advances in deep neural networks (DNNs) have increased their deployment in
safety-critical systems, such as vision perception modules for autonomous vehi-
cles and airborne collision avoidance system controllers for unmanned aircraft.
DNNs are compositions of functions trained with representative data to sep-
arate complex manifolds in very high dimensional space into distinct regions.
Modern DNNs and linear classifiers are susceptible to adversarial input per-
turbations [13,6,1]. Adversarial perturbations have shown to transcend neural
network architectures and training datasets by testing generated adversarial ex-
amples on different networks trained on different subsets of data [6]. Suscepti-
bility to adversarial perturbations has been attributed to linear behavior in high
dimensional space [6] and feature embedding instability [17].
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Due to their high dimensionality and heuristic training methods, providing
safety guarantees to DNNs is challenging. An adversarial input is a slight per-
turbation that causes misclassification on a network’s output. Perturbations on
an image can arise from sources such as scratches, changes in angle, or varying
lighting conditions on the camera. The high dimensionality of image data makes
it computationally impractical for direct verification of the absence of misclassi-
fication. To alleviate this problem, the Deep Learning Verifier (DLV) [7] selects
“features”, i.e., subsets of the total dimensions in the input space, that offer the
highest probability of producing adversarial examples. It selects dimensions with
the greatest absolute difference from the average of the entire activation.

This paper presents a feature dimension selection method guided by training
data (i.e., specification-guided) with improved efficiency and reliability. Here the
specification refers to the training dataset for data-driven models such as DNNs
[2]. It assumes that class regions can be characterized accurately by averaging
all activations pertaining to a class in the training dataset, and that dimensions
containing the most defining information dominate the magnitude of the distance
vector between the activation under verification and the characteristic activation
of the closest incorrect class. This means that an activation is most likely to be
misclassified to the next closest class. The presented method explores and ranks
features that best define this difference to efficiently generate adversarial exam-
ples. Tool implementation of this method extends the DLV tool, and it either
detects adversarial examples with respect to local input perturbations, or guar-
antees non-existent of misclassifications. Evaluation of our tool is performed on
several state-of-the-art networks, including image classification networks trained
for classifying hand-written images of digits 0-9 (MNIST), 10 classes of small
colour images (CIFAR-10), and 43 classes of the German Traffic Sign Recogni-
tion Benchmark (GTSRB). Evaluation results show significant improvement in
both efficiency and accuracy of adversarial example verification over DLV.

2 Related Work

Constraint solving approaches using linear programming (e.g., [3,8,14,4]) have
been proposed for ReLU network. These techniques build an exhaustive search
tree to enumerate all possibilities, but are usually sensitive to heuristics for
selecting search space. The AI2 tool [5,12] creates abstract transformers for
common neural network layers. Verification is done by letting polyhedra rep-
resenting input activations propagate through abstract layers of a DNN. This
method, however, may introduce spurious counterexamples. Output bound anal-
ysis with respect to input dimensions enables one to search end points instead
of the entire input space. By proving Lipschitz continuous on common network
layers and activation functions, [11] presents approximation methods to compute
overestimated safe output bounds w.r.t. a set of input dimensions. Safety guar-
antee provided by this method heavily relies on the quality of overestimation of
output bounds. Algorithms presented in [15] can efficiently achieve an accurate
lower bound for a given output and input dimensions for large ReLU networks.
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Satisfiability Modulo Theory (SMT) solving has been adopted for the safety
verification of DNNs. The Reluplex tool [9] implements an optimized SMT solver
for networks with ReLU activations. It implements into the solver the ability to
wait to resolve ReLU functions until they break the model multiple times. This
optimization leaves only approximately 20 percent of the ReLU nodes to be en-
coded as piecewise linear, and thereby reduce the verification complexity. How-
ever, it only scales well for ReLU networks. The DLV tool [7] models adversarial
input perturbations by repeatedly applying nondeterministic discrete changes,
i.e., manipulations, to a given activation. A region around an activation is dis-
cretized into a manageable set of testable activations to search for adversarial
examples. Additionally, DLV employs a heuristic ranking of dimensions based
on the probability that a dimension, when manipulated, would result in an ad-
versarial example. The Z3 solver [10] is used to encode manipulations and map
tested activations through layers of the network. To better extract feature di-
mensions for image data, [16] deploys Scale-Invariant Feature Transform (SIFT)
to model the feature extraction of human perception, which is used to gener-
ate a saliency map of pixels. Sample pixels with high probability from this map
represent strongest features, and are selected to manipulate to test adversarial
examples. This method improves the efficiency of adversarial example detection
over DLV, but does not prove non-existence of adversarial examples.

3 Specification-Guided Search Method

Due to high dimensionality and algorithmic complexity, the original DLV tool
selects features, which are subsets of the total dimensions in the input space that
offer the highest probability of producing adversarial examples. DLV selects di-
mensions with the greatest absolute difference from the average of the entire
activation. This method is summarized in Algorithm 1. The key assumption of
the original technique is that dimensions containing values that are vastly dif-
ferent from the average value of the activation itself contain the most defining
information for that activation’s class. This assumption is plausible in the fol-
lowing case. Given an image of a brown cat in a green grass field, the image is
to be classified as a cat and the pixels in the image that contain the important
features of a cat are those most different from the overall average of the green
grass. However, this assumption may fail in cases where activations are made up
of data points with differing scales and meanings. For example, if one dimen-
sion of an activation contains the price of a house and another the number of
rooms in the house, the average value does not correctly represent the value of
background or non-defining data.

Improving on the feature dimension optimization described by [7] and the
findings of [6,16], we introduce a specification-guided feature dimension selection
algorithm that efficiently generates and detects adversarial examples with higher
confidence. This method is based on the observation that adversarial examples
are often classified consistently (as the same class) by networks trained on dif-
ferent subsets of the training data and with different architectures [6]. It can be
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Algorithm 1: DLV feature dimensions selection algorithm

Input: dims: Number of dimensions to select
a: Input to be tested

Output: Dims: Set of dimension indices to be manipulated
1 D = [], Dims = ∅;
2 avg = 1

|a|
∑n−1

i=0 a[i]

3 for j = 0; j < |a|; j = j + 1 do
4 D.append((|avg − a[j]|, j))
5 Sort D by t[0] in descending order
6 for k = 0; k < dims; k = k + 1 do
7 Dims.insert(D[k])
8 return Dims

reasonably expected that searching for adversarial examples should be guided
by the classification regions, assuming that the adversarial examples’ common
class is often the class closest to but not associated with the tested input.

Algorithm 2 describes the specification-guided feature dimension selection
method. The test activation, input around which adversarial robustness is being
measured, is ai, where i references the index of the class to which it pertains.
First, each class j of training data is averaged into a single characteristic acti-
vation cj . The distance dj is the difference between each cj and the activation
under test ai. All dj ’s, except di, are placed in a list D (line 5 and 6), because
the goal is to find the nearest class to perturb other than class i, to which a
pertains. The distance vector dmin with the smallest magnitude is selected and
used to calculate the feature dimensions (line 8). Then the first dims dimensions
of dmin with the largest magnitude are chosen to be manipulated (line 13). These
dimensions are then explored using the same method as the original DLV tool,
namely a set of nondeterministic modifications to the selected feature dimensions
repeatedly applied to cover the region around the tested input.

It should be noted that the proposed method inherits the formal guarantees
of the original DLV method [7]. As the basic strategy of DLV is a discrete search,
the guarantee provided is safety (absence of adversarial examples) with respect
to a region and the set of manipulations used to create the discrete tested values.

Figure 1 gives a graphical illustration of the proposed algorithm. Although
the figure is two-dimensional, the algorithm applies in n dimensional space. The
colored regions represent the true classification regions for a given classifica-
tion problem. Each characteristic activation cj (1 6 j 6 5) is approximated
through averaging training data pertaining to that region or class. a4 is the ac-
tivation being tested for adjacent adversarial examples. Each difference vector
dj is calculated by subtracting a4 from each cj . In this case, d4 is removed from
consideration as it pertains to the same class as the tested activation a4. The
shortest remaining distance vector is d3 by visual inspection. The direction of d3
is dominated mostly by its horizontal component. The proposed method is built
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on the assumption that the horizontal dimension is therefore the most likely to
reveal adversarial examples when manipulated.

Algorithm 2: Specification-guided feature dimensions selection

Input: dims: Number of dimensions to select
ai: Test activation a which pertains to class i
X̄: Dictionary of training data
n: Number of classes of training data

Output: Dims: Set of dimension indices to be manipulated
1 D = [], L = [], Dims = ∅
2 for j = 0; j < n; j = j + 1 do
3 cj = avg(X̄j) . X̄j : all training data labeled as class j
4 dj = cj − ai . distance vector dj
5 D.append((|dj |, dj)) . tuple with magnitude of dj and dj
6 D.remove((|di|, di)) . i is index of class to which a pertains
7 Sort D by t[0] in ascending order
8 dmin = D[0][1] . shortest distance vector between class averages c and a
9 for k = 0; k < |dmin|; k = k + 1 do

10 L.append((dmin[k], k))
11 Sort list L by t[0] in descending order . largest elements of distance vector first
12 for l = 0; l < dims; l = l + 1 do
13 Dims.insert(L[l][1]) . L[l][1]: index of current dimension
14 return Dims

4 Results

The following metrics are evaluated and compared to the DLV tool [7], whose
feature dimension selection is summarized in Algorithm 1. Tool implementa-
tion of the proposed method is freely available at the following page: https:
//github.com/formal-verification-research/DLV_intellifeatures.

– Running time measures the time that our algorithm takes to find the first
adversarial example. The proposed method is expected to reduce the run-
ning time by manipulating dimensions that more likely result in adversarial
examples.

– Manipulation percentage is a measure of the percentage difference, pixel
by pixel, between the original input and the found adversarial example.
Ideally, the proposed method would result in adversarial examples that have
a lower manipulation percentage.

– Euclidean distance is the distance between the adversarial example found
and the original input interpreting the two as points in the input space. The
goal of the proposed approach is to lower this measure such that adversarial
examples are found more quickly and closer to the tested input.
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Fig. 1. Specification-guided dimension selection algorithm illustration.

– Adversarial example confidence is the confidence of the adversarial ex-
ample detected on the network output. This metric is more narrow than the
others in that it only applies to a neural network in a classification prob-
lem and not regression or compression, etc. A high confidence value means
that the network had a high certainty of the misclassification. Adversarial
examples found with higher confidences are more valuable because they rep-
resent extremely weak points for the network. The proposed solution aims
at increasing this metric.

The key assumption of this work is that the feature dimensions found by the
specification-guided search heuristic have a higher probability of producing ad-
versarial examples when manipulated than those found by the base DLV method
(shown in Algorithm 1). Given that the results of both techniques are collected
on the same hardware and very similar system states, the key indicator of success
is a faster running time on average. The other metrics (manipulation percent-
age, Euclidean distance, and adversarial example confidence) are interesting to
observe as they shed some light on the results but do not directly impact the
validity of the assumption.

The two methods are evaluated on the following three datasets: Modified
National Institute of Standards and Technology (MNIST ), Canadian Institute
for Advanced Research 10 (CIFAR-10 ), and German Traffic Sign Recognition
Benchmark (GTSRB). Results are generated on a machine with an AMD Ryzen
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Threadripper 12-Core 3.5 GHz Processor and 132 GB memory, running Debian
GNU/Linux 9 (stretch). Both tools are provided with the same test activations.

4.1 MNIST

Table 1 shows results comparison using five feature dimensions on the MNIST
dataset. Results are averages of twenty test activations. Column “IntelliFeature”
reports results for the proposed method. It achieves almost fifty percent increase
in the adversarial example confidence and slight decrease in the Euclidean dis-
tance, without losing much running time or manipulation percentage.

Table 1. MNIST results comparison with five feature dimensions.

DLV IntelliFeature Improvement

Running Time (seconds) 39 43 -10.26%
Manipulation Percentage 10.04% 11.42% -13.75%

Euclidean Distance 7.68 6.71 12.63%
Adversarial Example Confidence 34.24% 51.06% 49.12%

Table 2 shows significant improvements achieved by the proposed method.
The number of feature dimensions is increased to ten in this experiment. Results
are averaged across 50 test images. Running time decreases by over ten percent,
as a result of lower manipulation percentages and nearly twenty-five percent
drop in the Euclidean distance. In addition to the performance gain, confidence
in adversarial examples improves over forty-three percent. Comparing results
in Table 1 and 2, it can be concluded that the specification-guided method
significantly improves scalability to higher dimensional features than the original
DLV. We believe this is due to the original assumption that the selected feature
dimensions have a higher probability of revealing adversarial examples than those
chosen using the method described in Algorithm 1.

Table 2. MNIST results comparison with ten feature dimensions.

DLV IntelliFeature Improvement

Running Time (seconds) 689 620 10.01%
Manipulation Percentage 9.97% 9.34% 6.32%

Euclidean Distance 7.75 5.85 24.52%
Adversarial Example Confidence 44.00% 63.00% 43.18%

4.2 CIFAR-10

CIFAR-10 is a labeled subset of the 80 million tiny images dataset with 60,000
images in 10 classes. A convolutional neural network consisting of 18 layers was
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Table 3. CIFAR-10 results comparison with five feature dimensions.

DLV IntelliFeature Improvement

Running Time (seconds) 852 694 18.54%
Manipulation Percentage 23.35% 8.32% 64.37%

Euclidean Distance 6.11 5.80 5.07%
Adversarial Example Confidence 46.73% 45.19% -3.30%

trained on the dataset, and then evaluated using the proposed specification-
guided method. The results are averaged across 50 test images, and are enumer-
ated in Table 3.

These results show an interesting shift believed to be an artifact of the funda-
mental difference between intensity data (MNIST) and color (CIFAR-10). When
feature dimensions are selected using the proposed specification-guided method
in intensity data, manipulations on those features move only in two directions,
higher or lower intensity. This significantly increases the probability of a ma-
nipulation moving in the direction of another classification region, and therefore
transforming the image to look increasingly like the next closest region. In three-
channel or color data, introducing phase on top of intensity lowers the proba-
bility that a manipulation will increase the likeness between an image and the
next closest class. This is why we see a relatively consistent average adversarial
confidence in CIFAR-10 and an extremely large confidence gap in MNIST.

The specification-guided method demonstrates superiority in selecting di-
mensions that are most likely to reveal adversarial examples when manipulated,
indicating that the original assumption holds.

4.3 GTSRB

The GTSRB dataset consists of more than 50,000 labeled images in 43 classes.
A convolutional neural network with 24 layers was trained on this dataset and
evaluated using the proposed method to generate the results in Table 4. Results
show the average across 50 test images.

Table 4. GTSRB results comparison with five feature dimensions.

DLV IntelliFeature Improvement

Running Time (seconds) 825 152 81.58%
Manipulation Percentage 21.39% 6.44% 69.89%

Euclidean Distance 4.01 6.02 -50.12%
Adversarial Example Confidence 48.11% 54.21% 12.68%

Table 4 shows significant improvement in running time, manipulation per-
centage, and adversarial example confidence of our method. The low manipula-
tion percentage indicates that manipulations are confined to a small subset of
the dimensions of the image. The higher Euclidean distance implies that manip-
ulations occur repeatedly to that small subset of dimensions rather than being
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spread across the input, thereby moving further from the initial input at a faster
rate. This small subset of dimensions is a result of the feature dimension selection
algorithm. These results show that the proposed specification-guided method
produces dimensions with high probability of containing adversarial examples.

5 Conclusions

This paper presents a specification-guided feature dimension selection method
to improve verification efficiency and accuracy of the original DLV. It relies on
training data to compute a characteristic activation for each class by averaging
all activations pertaining to the same class. It finds the minimal distance vector
between the activation of interest and the characteristic activation, and then ma-
nipulates top-ranking dimensions that are most likely to cause misclassification.
Experimental results show significant improvement on verification efficiency and
accuracy for the MNIST, CIFAR-10, and GTSRB datasets. The understanding
that the proposed assumption is supported by the results sheds light on the
nature of adversarial examples and potentially methods for improving adversar-
ial robustness. For future work, we plan to evaluate our tool on a more diverse
set of neural networks. In addition, we plan to investigate better strategies for
manipulations to improve efficiency.
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ABSTRACT
This paper proposes a new forward reachability analysis approach
to verify the safety of cyber-physical systems (CPS) with reinforce-
ment learning controllers. The foundation of our approach lies on
two efficient, exact and over-approximate reachability algorithms
for neural network control systems using star set which is an ef-
ficient representation of polyhedron. Using these algorithms, we
determine the initial conditions for which a safety-critical system
with a neural network controller is safe by incrementally searching
a critical initial condition where the safety of the system cannot
be proved. Our approach produces tight over-approximation error
and it is computational efficient which allows the application to
practical CPS with learning enable components (LECs). We im-
plement our approach in NNV [20], a recent verification tool for
neural network control systems, and evaluate its advantages and
applicability by verifying the safety of a practical Advanced Emer-
gency Braking System (AEBS) with a reinforcement learning (RL)
controller trained using deep deterministic policy gradient (DDPG)
method. The experimental results show that our new reachability
algorithms are much less conservative than the polyhedron-based
approach [20, 23, 24]. We successfully determine the entire region
of the initial conditions of the AEBS with the RL controller such that
the safety of the system is guaranteed while the polyhedron-based
approach cannot prove the safety properties of the system.
ACM Reference Format:
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Weiming Xiang, Luan Viet Nguyen, Taylor T. Johnson, and Xenofon Kout-
soukos. 2019. Safety Verification of Cyber-Physical Systems with Rein-
forcement Learning Control. In Proceedings of . ACM, New York, NY, USA,
11 pages. https://doi.org/10.1145/nnnnnnn.nnnnnnn

1 INTRODUCTION
Deep neural networks have become a popular choice in complex
control applications where the control tasks are much more com-
plicated than the traditional control problems. Recently, the power
of DNNs has inspired a new generation of intelligent autonomy
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that makes use of DNNs as learning-based controllers such as au-
tonomous vehicles [4] and air traffic collision avoidance systems
[11]. Although utilizing DNNs for intelligent autonomous applica-
tion is promising, safety verification of autonomy containing neural
network components is difficult because DNNs usually have com-
plex characteristics and behavior that are generally unpredictable.
Importantly, many pieces of research have proved that well-trained
DNNs may not robust and behave unsafely with a slight change in
the input [15]. Recent incidents in autonomous driving (e.g., Tesla
and Uber) raises an urgent need for techniques and tools that can
formally verify the safety of neural network control systems before
utilizing them in safety-critical applications.

Safety verification of neural network control systems (NNCS)
is a challenging problem because the behaviors of the systems
are difficult to estimate or characterize. To explicitly analyze the
safety of NNCS, we need to calculate the exact or overapproximate
reachable set containing all possible trajectories of the plant that
takes the control set from the neural network controller as inputs.
The output set of the plant is feedback to the controller to compute
the control set for the next control step. Therefore, if the error in the
reachable set computation is large, it quickly becomes larger and
larger over time which results in too conservative reachable sets
that cannot be used for safety verification. In addition, the scalability
and efficiency of the reachable set computation are crucial for safety
verification of control systems with DNNs controllers. It is required
methods that can compute the reachable set of NNCS with large
neural network controllers with a reasonable computation time and
a small over-approximation error. However, calculating an exact or
tight, overapproximate reachable set of a neural network quickly
is fundamentally difficult due to the non-linearity of the network.
This challenging problem has not addressed well in the existing
literature.

In this paper, we propose a new reachability analysis approach
for safety verification of CPS with neural network controllers using
the concept of star set. We particularly focus on the safety verifi-
cation of the Advanced Emergency Braking System (AEBS) in an
autonomous car to illustrate and evaluate our approach. The AEBS
is controlled by a neural network controller which is trained to stop
the vehicle appropriately if it discovers an obstacle on the road. To
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guarantee safety, it is required that the time-to-collision (TTC) of
the car, which is a nonlinear function of the car’s velocity, accelera-
tion and the distance between the vehicle to the obstacle, is always
larger than a safe threshold defined by the physical characteristics
of the vehicle. Our safety verification approach for AEBS works
as follows. First, using CARLA, we perform system identification
to obtain a discrete, linear state-space model of the car. The car
model is then validated via systematic testing. Second, we train a
deep neural network controller to perform the emergency braking
action using reinforcement learning. Third, we compose the neu-
ral network controller with the state-space model to construct a
closed-loop Simulink model of the AEBS which is then validated
with CARLA results. Fourth, we perform the reachability analysis
of the closed-loop model to obtain the reachable set of the AEBS.
Finally, we compute the reachable set of the TTC and use it for
safety verification.

We limit our reachability analysis approach to feed-forward
neural network controllers with the ReLU/Saturation activation
functions. Our reachability algorithms can compute both exact and
over-approximate reachable sets of the AEBS. Exact reachable set
computation is expensive since the number of the reachable sets
increases over time steps. In contrast, the over-approximate reach-
ability scheme is much cheaper as it produces a single reachable
set at each time step. Importantly, by using star sets, our reacha-
bility analysis approach can eliminate or reduce significantly the
over-approximation errors which is the main reason that makes the
obtained reachable sets more and more conservative over time as
shown in the polyhedron approach [20, 23, 24] (and maybe in some
existing methods). Our approach successfully verifies the safety of
the AEBS and notably, determine the entire region of the initial
conditions of the AEBS where safety is guaranteed. This demon-
strates the promising applicability of our approach in verifying
safety properties of neural network-based autonomous systems at
design time. We note that the polyhedron approach fails to prove
the safety property of the system due to its over-approximation
errors explode quickly over time.

In summary, the main contributions of this study are as follows.
(1) the provision of star-based reachability schemes designed

to efficiently compute the reachable set of an discrete, lin-
ear neural network control systems with ReLU activation
function,

(2) an end-to-end design and implementation of these schemes
in a MATLAB®toolbox called NNV [20] which is publicly
available for evaluation and comparison,

(3) and a thorough evaluation on the safety verification of the
practical automatic emergency braking system.

2 SYSTEM MODEL AND PROBLEM
FORMULATION

2.1 System model
In this paper, we are interested in safety verification of CPS with
neural network controllers as depicted in Figure 1 in which x(k)
and y(k) are the state and the output of the plant at the time step k .
The controller is a feedforward neural network (FNN) consisting of
an input layer, an output layer, and multiple hidden layers. Each
layer is comprised of neurons that are connected to the neurons of

x (k+1)=Ax (k)+Bu(k)
y (k )=Cx (k )

FNN Controller

u(k)=F ( y (k ))

Plant

Figure 1: Neural network control system (NNCS).
the preceding layer labeled using weights [9]. The output of the
FNN controller, given a specific input vector is determined by three
components: the weight matricesWl ,l−1, representing the weighted
connection between neurons of two consecutive layers l − 1 and
l , the bias vectors bl of each layer, and the activation function f
applied at each layer. Formally, the output of a neuron i is defined
by:

yi = f (Σnj=1ωi jx j + bi ),
where x j is the jth input of the ith neuron, ωi j is the weight from
the jth input to the ith neuron, bi is the bias of the ith neuron. In
this paper, we consider FNN controller with the ReLU activation
functions defined as ReLU (x) =max(0, x).

2.2 Problem formulation
Problem 1 (Safety Verification of NNCS). Given a CPS with

an FNN controller F , and a discrete, linear plant P with the initial states
x(0) in an initial set X0, verify whether or not the state of the plant
satisfies a safety property in a bounded time steps kmax . Formally,
we want to verify if ∀x(0) ∈ X0 → д(x(k)) |= S(д(x(k))),∀0 ≤ k ≤
kmax in which д is a nonlinear transformation function, S is a linear
predicate over the transformed state variables д(x(k)) defining the
safety requirements of the system.

The core challenges in problem 1 are: 1) given the initial set of
states of the plant, how we efficiently compute the reachable set of
the plant over time steps which depends on the control input pro-
duced by the FNN controller with nonlinear activation functions,
2) how we transform the computed reachable set with a nonlinear
transformation function to verify the safety property of the system.
It is worth to emphasize that a small over-approximation error
and timing efficiency in reachable set computation are two
crucial metrics that determine the applicability of reachabil-
ity analysis methods in safety verification of practical NNCS.
Therefore, safety verification of NNCS requires computationally effi-
cient methods that can compute the exact or tight over-approximate
reachable sets of NNCS in a reasonable time. However, computing
the exact or tight over-approximate reachable sets of an FNN is
difficult and usually time-consuming. In addition, simple utilization
of the control set from the controller to compute the reachable
set of the plant may produce a very coarse reachable set which is
useless in safety verification. Overcome the challenges in problem
1 is a fundamental step to tackle the following important problem.

Problem 2 (Safety-critical initial condition of NNCS).
Given a CPS in problem 1 with the initial states x(0) ∈ X0, determine
the initial condition of the ith state x i (0) that “may” make the system
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unsafe while keeping the initial conditions of other states unchanged.
We call this initial condition is a “safety-critical initial condition” of
the system and assume that the initial conditions of all states are
independent.

Problem 2 is even harder than problem 1 since it is almost im-
possible to perform backward analysis of CPS with neural network
controllers to determine an unsafe initial condition (backward anal-
ysis is generally intractable in this case). In the following, we first
present our core reachability algorithm for neural network control
systems (NNCS). Then, we discuss handling the nonlinear transfor-
mation on the computed reachable set for checking the safety of
the system, i.e., Problem 1 as well as searching safety-critical initial
condition, i.e., Problem 2.

3 REACHABILITY ANALYSIS OF NEURAL
NETWORK CONTROL SYSTEMS

The reachability analysis of a NNCS depicted in Figure 1 is done
as follows. First, from the initial set of states X0 of the plant P ,
the controller F takes the output set of the plant Y0 as an input
to compute the control set U = F (Y0). Note that Y0 is an affine
mapping of the initial set X0 with the output matrix C , i.e., Y0 =
CX0. The control setU is then applied to the plant to compute the
set of the next state X1 = AX0 + BU . This routine is performed
iteratively to obtain the reachable set of the plant X0,X1, · · ·Xk ,
0 ≤ k ≤ kmax . To obtain tight reachable sets of the NNCS, we
compute the exact control set U given the output set Y . Also, we
compute the exact reachable set of stateXk given its initial setXk−1
and the corresponding control setUk−1.

3.1 Generalized star set
Although computing the exact control set of a FNN controller can
be done with a polyhedra approach [20], it is computationally ineffi-
cient and not scalable. In addition, the polyhedron-based approach
produces a conservative reachable set of the plant because it can-
not take advantage of the relationship between Uk and Xk , i.e.,
Uk = F (Yk ) = F (CXk ). To overcome these challenges, we propose
a new reachability analysis approach for NNCS using the concept
of star set [2], which is very efficient in affine mapping operations,
e.g., Yk = CXk and more importantly, it preserves the relationship
betweenUk andXk which is crucial to obtain an exact reachable set
of the plant. The definition of a star set and its essential properties
are given in the following, while further details of the application of
star sets as a symbolic state space representation for neural network
verification are available [18].

Definition 3.1 (Generalized Star Set [2]). A generalized star set
(or simply star) Θ is a tuple ⟨c,V , P⟩ where c ∈ Rn is the center,
V = {v1,v2, · · · ,vm } is a set of m vectors inRn called basis vectors,
and P : Rm → {⊤,⊥} is a predicate. The basis vectors are arranged
to form the star’s n ×m basis matrix. The set of states represented
by the star is given as:

⟦Θ⟧ = {x | x = c + Σmi=1(αivi ) such that P(α1, · · · ,αm ) = ⊤}. (1)
Sometimes we will refer to both the tuple Θ and the set of states
⟦Θ⟧ as Θ. We also restrict the predicate to be a conjunction of
linear constraints, P(α) , Cα ≤ d where, for p linear constraints,

C ∈ Rp×m , α is the vector ofm-variables, i.e., α = [α1, · · · ,αm ]T ,
and d ∈ Rp×1. A star is an empty set if and only if P(α) is empty.

Proposition 3.2. [Affine Mapping of a Star] Given a star set
Θ = ⟨c,V , P⟩, an affine mapping of the starΘwith the affine mapping
matrixW and offset vector b defined by Θ̄ = {y | y =Wx +b, x ∈ Θ}
is another star with the following characteristics.

Θ̄ = ⟨c̄, V̄ , P̄⟩, c̄ =Wc + b, v̄ = {Wv1,Wv2, · · · ,Wvm }, P̄ ≡ P .

Proposition 3.3 (Star and Half-space Intersection). The
intersection of a star Θ , ⟨c,V , P⟩ and a half-space H , {x | Hx ≤
д} is another star with following characteristics.

Θ̄ = Θ ∩H = ⟨c̄, V̄ , P̄⟩, c̄ = c, V̄ = V , P̄ = P ∧ P ′,
P ′(α) , (H ×Vm )α ≤ д − H × c,Vm = [v1 v2 · · ·vm ].

We can see that, a star set does not change its predicate over
affine mapping operations, and it preserves the center and basis
vectors in the intersection with a half-space.

3.2 Exact reachability analysis of the neural
network controller

The first step in our reachability analysis is to compute the exact
control set Uk = F (CXk ). This computation is done layer-by-layer
in which the output set of the previous layer is the input set of the
next layer. Given a star input set Θ̄ = ⟨c̄, V̄ , P̄⟩, the reachable set of
a layer L can be obtained precisely in two steps. First, an affine map
Θ of the input set can be derived quickly with the weight matrixW
and bias vectorb of the layer, i.e.,Θ = ⟨c =Wc̄+b,V =WV̄ , P ≡ P̄⟩
. After calculating the affine map of the input set, the reachable
set of the layer RL is obtained by applying the ReLU activation
function on the affine-mapped set, i.e., RL = ReLU (Θ). Similar to
[20], this second step is done by executing a sequence of stepReLU
operations RL = ReLUn (ReLUn−1(· · ·ReLU1(Θ))). The stepReLU
operation on the ith neuron, i.e., ReLUi (·), works as follows. First,
the input star setΘ is decomposed into two subsetsΘ1 = Θ∧xi ≥ 0
and Θ2 = Θ ∧ xi < 0. Note that from Proposition 3.3, Θ1 and Θ2
are also stars. Let assume that Θ1 = ⟨c,V , P1⟩ and Θ2 = ⟨c,V , P2⟩.
Since the later set has xi < 0, applying the ReLU activation function
on the element xi of the vector x = [x1 · · · xi xi+1 · · · xn ]T ∈ Θ2
will lead to the new vector x ′ = [x1 x2 · · · 0 xi+1 · · · xn ]T . This
procedure is equivalent to mapping Θ2 by the mapping matrix
M = [e1 e2 · · · ei−1 0 ei+1 · · · en ]. Also, applying the ReLU activation
function on the element xi of the vector x ∈ Θ1 does not change the
set since we have xi ≥ 0. Consequently, the result of the stepReLU
operation on input setΘ at the ith neuron is a union of two star sets
ReLUi (Θ) = ⟨c,V , P1⟩ ∪ ⟨Mc,MV , P2⟩. A concrete example of the
first stepReLU operation on a layer with two neurons is depicted in
Figure 2.

Similar to [20], we can minimize the number of stepReLU op-
erations. If we know that xi is always larger than zero, then we
have ReLUi (Θ) = Θ. In other words, we do not need to execute
the stepReLU operation on the ith neuron. Therefore, to minimize
the number of stepReLU operations and overall computation time,
we first determine the ranges of all states in the input set which
can be done efficiently by solving n-linear programming problems.
Furthermore, one can see that a star set can be split into two star
sets after a stepReLU operation. Therefore, the exact output set
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Θ={x|x=c+V α ,Cα≤d ,α=(α1 α2)
T }

x1

x2

c=[00 ],V=[1 0
0 1 ],C=[

1 0
0 1

−1 0
0 −1

],d=[
2
1
1
1
]

Θ1=Θ∧x1≥0={x|x=c1+V 1α ,C1α≤d1,α=(α1 α2)
T }

x1

x2
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1 0
0 1
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−1 0
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2
1
1
1
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ReLU 1(Θ)

Θ2=Θ∧x1≤0={x|x=c2+V 2α ,C2α≤d2,α=(α1 α2)
T }

c2=c ,V 2=V ,C2=[
1 0
0 1

−1 0
0 −1
1 0

] ,d2=[
2
1
1
1
0
]
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~
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Figure 2: An example of a stepReLU operation on a layer with two neurons.

of a layer is a union of stars which can be handled independently.
Based on this observation, the reachability algorithm of an FNN
using star set can be designed efficiently to exploit the power of
parallel computing as in the polyhedron-based approach [20].We
emphasize that the exact reachability of an FNN with ReLU activation
function can be extended straightforwardly to deal with saturation
activation function.

Although the star set based method is similar to the polyhedron-
based approach [20], it is much more efficient and scalable because
star set is very fast in affine mapping which is the most expensive
step in the polyhedron-based approach, especially for a high di-
mensional set. More importantly, the computed output set and the
input set of the FNN are defined based on the same set of predicate
variables, i.e., α = [α1, · · · ,αm ]T . This property is crucial in elimi-
nating the over-approximation error in computing the reachable
set for the plant as addressed in the following.

3.3 Exact reachability analysis of the discrete
linear plant

As shown in previous subsection, the exact control setUk = F (CXk )
is a union of stars, Uk = ∪Lj=1Θ̃j . Therefore, the exact reachable
set of the plant for the next step is also a union of stars, Xk+1 =
AXk+BUk . Interestingly, the state setXk = ⟨c,V , P⟩ and the control
set Uk are defined based on a unique predicate variable vector α
and for any star in the control set, its predicate contains all linear
constraints of the state setXk as can be seen in Figure 2. This leads to
an important fact that, only a subset of Xk can lead to an individual
control set Θ̃j ∈ U and the predicate of this subset is exactly the
predicate of the individual control set. Therefore, the next state
set corresponding to the individual control set Θ̃j = ⟨c̃ j , Ṽj , P̃j ⟩ is

X
j
k+1 = ⟨Ac +Bc̃ j ,AV +BṼj , P̃j ⟩. Consequently, the exact next state

set of the plant is Xk+1 = ∪Lj=1X
j
k+1.

3.4 Reachability algorithm for NNCS
As shown previously, we can compute the exact reachable set of
NNCS depicted in Figure 1 by computing the exact control set and
the exact state set of the plant. For a single initial state set, after
one time step, it may produce many other state sets. Therefore,
the number of state sets increases quickly over time which makes
the exact analysis time-consuming even using parallel computing.
To handle this state sets explosion, we can obtain a single convex
hull of the state sets after every step and use it for the next step
computation. Computing the convex hull for a set of stars is essen-
tially computing the convex hull of a set of convex polyhedrons
which is computationally expensive. To overcome this challenge,
we instead compute the interval hull of a set of stars for the next
step computation which can be done efficiently by solving a set of
linear programming optimization problems. The experimental re-
sults show that, by using only the interval hull of the star state sets,
we still can obtain a tight over-approximation of the exact reachable
set for the NNCS and more importantly, the over-approximation
error does not explode over time. The reachability algorithm for a
NNCS is summarized in Algorithm 1 in which the user can choose
to compute the exact or the over-approximate reachable sets of the
NNCS.

Lemma 3.4. The exact scheme in Algorithm 1 produces the exact
reachable sets of the NNCS depicted in Figure 1.

Proof. The proof can be derived inductively based on the exact
computation of the reachable set of the plant and the neural network
controller in every step. �
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Algorithm 1 Reachability Algorithm for NNCS
1: % F : neural network controller
2: % A,B,C: plant’s matrices xk+1 = Ax + Bu, yk = Cxk
3: % I : initial set of states of the plant
4: % kmax : number of steps
5: % scheme: reachability analysis scheme, “exact” or “approx”
6: % R: reachable set
7: procedure R = Reach(F ,A,B,C, I ,kmax , scheme)
8: R = cell(1,kmax + 1)
9: R{1, 1} = I
10: for k = 1 : kmax do
11: Xk = R{1,k},M = lenдth(Xk )
12: for i = 1 : M do
13: X i

k = Xk (i) = ⟨c,V , P⟩
14: Uk = F (CX i

k ) = ∪Lj=1Θ̃j = ∪Lj=1⟨c̃ j , Ṽj , P̃j ⟩
15: Xk+1 = []
16: for j = 1 : L do
17: X

j
k+1 = ⟨Ac + Bc̃ j ,AV + BṼj , P̃j ⟩

18: Xk+1 = [Xk+1 X
j
k+1]

19: if scheme == exact then R{1,k + 1} = Xk+1
20: else R{1,k + 1} = IntervalHull(Xk+1)

4 VERIFICATION OF NEURAL NETWORK
CONTROL SYSTEMS

4.1 Safety verification
Although a safety property of CPS is usually represented as a lin-
ear predicate over the system’s states xk , there are many cases
where the safety property is defined as a linear predicate over
a state variable zk that is a nonlinear transformation of the sys-
tem’s states, i.e., zk = д(xk ), where д is a nonlinear transforma-
tion function. Let U(zk ) , Hzk ≤ h be the unsafe region of
a NNCS, the safety verification of the NNCS, i.e., Problem 1, is
equivalent to checking Zk ∩ U(zk ) = ∅? ∀0 ≤ k ≤ kmax , where
Zk = {zk | zk = д(xk ), xk ∈ Xk } is the transformed reachable set
of the system. Since computing the exact transformed reachable
set is computationally expensive and may be even infeasible, we
compute an over-approximation of the exact transformed reach-
able set Z̃k and use it for safety verification. The system is safe if
Z̃k ∩ U(zk ) = ∅, ∀0 ≤ k ≤ kmax . Particularly, we compute the
tightest interval bounding the exact transformed reachable set by
solving the following nonlinear optimization problem.

Z̃k = [zk , z̄k ], zk =min(д(xk )), z̄k =max(д(xk )), xk ∈ Xk .

Safety verification of the NNCS is summarized in Algorithm 2
which solves the above nonlinear optimization problem to obtain
the tightest interval of the transformed reachable set and uses it to
verify the safety of the system at each time step.

4.2 Characterization of safe initial condition
Safety verification of a NNCS can reason about the safety of the sys-
temw.r.t a specific initial condition. In some cases, we are interested
in the upper bound of a particular state x i (0) in the initial condition
where the safety of the system is still guaranteed. For example, if a
car detects an obstacle and applies the brake to stop, it is important

Algorithm 2 Safety Verification for NNCS
Input: R,д,U : Reachable set of the NNCS, transformation function,

unsafe region
Output: sa f e = true or sa f e = uncertain
1: procedure sa f e = Verify(R,д,U )
2: kmax = lenдth(R)
3: for k = 1 : kmax do
4: Xk = R{1,k}
5: zk =min(д(xk )), z̄k =max(д(xk )), xk ∈ Xk
6: Z̃k = [zk , z̄k ]
7: if Z̃k ∩U = ∅ then sa f e = true
8: else sa f e = uncertain, break

to know what is the maximum velocity of the vehicle such that the
braking action can guarantee the safety of the car. To search for
that maximum velocity, we start from the initial condition that the
system is safe, then we increase the upper bound of the speed by
some δ , i.e., x i (0) = x i (0) + δ , and check the safety of the system
with the new initial condition. We continue to increase the upper
bound until the safety is uncertain. We can obtain the maximum
allowable velocity with the error of [−δ , δ ].

5 CASE STUDY
Our approach is implemented in NNV [20], a Matlab toolbox for
safety verification of DNNs. The proposed approach is evaluated
on a practical automatic emergency braking system (AEBS) for
an autonomous car. The architecture of the AEBS is described in
Figure 3 in which the car is equipped with a perception component
to detect automatically the obstacle on the road and a reinforcement
learning (RL) based controller to control the brake of the car. All
results presented in this paper and their corresponding scripts are
available online at https://www.dropbox.com/s/912184bij8yqz37/
EMSOFT2019.zip?dl=0, or in the GitHub repository for our NNV
tool at https://github.com/verivital/nnv, as well as in a CodeOcean
capsule that can be executed without a Matlab license [19].

Perception

Environment

RL
Control Vehicle

Camera Distance Brake

Velocity

Figure 3: Emergency Braking System Architecture

5.1 Scenario of Interest
In our system, we consider the scenario that the host car automati-
cally detects another static vehicle and applies a brake to decelerate
and stop to avoid the potential collision as shown in Figure 4.

The host car starts from rest and accelerates to a random initial
velocity v0, which introduces the uncertainty to the system. Then,
the car keeps this velocity v0 till an obstacle is detected at distance
d0 from the perception module and switches to the reinforcement
learning braking controller. The goal of the controller is to stop
the car to avoid the collision and also not too far from the obstacle,
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Acceleration Const Braking Region
Far Rational Collision

Figure 4: Illustration of Emergency Braking System

which means the car should stop within the safety and rational
region.

5.2 Safety Specification
The safety property of the AEBS is defined based on the concept of
time to collision (TTC)[12, 13]. TTC measures the time it wold take
to collide if the vehicle continues traveling based on the current
acceleration of ak = uk and velocity vk . Smaller TTC means a
higher collision risk. The safety specification of the AEBS can be
written by

(TTCk (dk ,vk ,ak ) > τ (vk )) U (k = kmax )

where τ (vk ) is the time to stop when applying the full brake for
velocity vk , shown in Figure 5, dk is the current distance from
the car to the obstacle, kmax is the maximum number of steps we
want to verify the safety of the system, and U is the until operator.
Generally, the safety specification means that the car is safe if it still
has enough time for a full braking action, i.e., full braking action
can successfully stop the car before a collision occurs.
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Figure 5: Full BrakingTime andRequiredReachabilityAnal-
ysis Steps vs. velocity

Because of the discontinuity caused by the denominator when
velocity or acceleration equals zero, it is more efficient to evaluate
the collision risk using the inverse TTC introduced in [3]. The
inverse TTC is proportional to the collision risk: the higher it is,
the higher the collision risk is. The safety specification using the
inverse TTC is given below,

(TTC−1
k (dk ,vk ,ak ) < τ−1(vk )) U (k = kmax ),

where, the inverse TTC is defined by:

TTC−1
k (dk ,vk ,ak ) =




vk
dk

for ak = 0
−ak

vk−
√
v2
k+2akdk

for v2
k + 2akdk ≥ 0 ∧ ak , 0

0 for v2
k + 2akdk < 0 ∧ ak , 0.

5.3 RL-based Controller
We train the RL-based controller for the host car using Deep De-
terministic Policy Gradient (DDPG)[14], which is a popular rein-
forcement learning method that combines the value-based and the
policy-based method. There are two parts in this approach includ-
ing actor and critic. Critic uses the off-policy data to learn the
Q-function, which evaluates how good the action a taken is in
given state s . The actor can learn the continuous action policy by
using the Q-function. In practice, it is difficult to obtain the exact
Q-function and policy function. Therefore, two neural networks are
introduced to solve this problem, which is critic networkQ(s,a |θQ )
and actor network µ(s |θ µ ) with weights θQ and θ µ . Coming back
to our braking system, the reinforcement learning controller con-
sumes the state s , consisting of distance to the leader vehicle d and
host car’s velocity v , and computes the action – brake T .

For a reinforcement learning system, the reward function should
be appropriately designed to achieve the goal. In our case, the task
is to stop the car in a safe and rational region. Thus, we define the
reward function as

r = −α × I × 1(collision) − [(dt − B) × β + λ] × 1(vt = 0 ∧ dt > B)
where dt andvt indicates the distance to the leader car and velocity
at time step t , α , β and λ are coefficients greater than zero, 1(·)
returns a value of 1 if the statement inside is true and 0 otherwise.

The term of the reward function, −α × I × 1(collision) penalizes
a collision event based on the collision impulse I . The other term
−[(dt − B) × β + λ] × 1(vt = 0 ∧ dt > B) penalizes a too early stop
based on B, the final distance to the boundary line between rational
and far region. During the braking process (before the car comes
to a stop), there is no penalty or reward. Intuitively, this reward
function will guide the car to stop within the rational region.

We use CARLA [6] to generate the scenario and to train the rein-
forcement learning controller. The time step used in the simulation
is ∆t = 1/15 s. In the simulations, the vehicle firstly accelerates to
a velocity of v0, and keeps the speed untill it detects an obstacle
at a distance d0. The d0 and v0 are the initial states of the braking
system. To simulate a more realistic scenario, we introduce some
uncertainty to the initial states of the system. The initial velocity of
the vehicle is uniformly sampled between 90 km/h and 100 km/h,
and the initial distance depends on the range of the perception
module, which is approximately 100 m. After initial state, the car
switches to the reinforcement learning controller which consists
of two neural networks trained with DDPG algorithm with the
hyper-parameters in Table 1 is presented below:

• Actor NN architecture1:

2(State) × 50(ReLU) × 30(ReLU) × 1(SatReLU, Action)

1SatReLU is the ReLU function with max value 1.
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Table 1: Hyper-parameters for DDPG algorithm.

Actor Critic
Optimizer Adam Adam

Learning rate 10−4 10−3

Target update rate 0.9 0.9
Reply buffer size 105

Reply batch size 32
Discount factor 0.99
Reward function α = 0.01, B = 5, β = 1.6, λ = 20

• Critic NN architecture2:
2(State) × 50(ReLU) × 30

1(Action) × 30

}
× 30(ReLU) × 1(Q Value)

We trained the reinforcement learning for 1000 episodes, and the
neural network converges, showing an attractive performance. Also,
one of the experiment trajectories is plotted in Figure 7. At the
beginning of involving the reinforcement learning controller, the
distance is 97.3 m, and the velocity is 91.98 km/h (= 25.55 m/s).
After 128 steps, about 8.53 s, the ego vehicle stops at about 1.88 m
far from the obstacle vehicle.

5.4 System Identification and Validation
We transfer the braking system fromCARLA toMATLAB&Simulink
to perform reachability analysis and safety verification for the sys-
tem. The diagram of the Simulink model of the AEBS is shown in
Figure 6. For simulation and verification, only the actor is needed.

Trasform Plant TTC−1

RL
Control

X0

uk yk

Tk

vk

Figure 6: Emergency Braking System Simulink Diagram

The plant of the braking system is described by following discrete
state-space equation {

xk+1 = Axk + Buk
yk = Cxk + Duk

where xk = [dk vk ]T is the state vector including the distance dk
and the velocity vk of the car at step k , uk is the input, which is the
acceleration applied to the plant, yk is the output, and A,B,C,D
are the coefficient matrices given below,

A =

[
1 −∆t
0 1

]
,B =

[
0
∆t

]
,C =

[
1 0
0 1

]
,D =

[
0
0

]

where ∆t = 1/15 is simulation time step.
2The empty activation function means no activation is applied.

It is important to emphasize that the input of the plant uk does
not match with the output of the reinforcement learning controller
Tk . The uk is the acceleration applied to the car, but the Tk is
the braking force. Thus, a neural network transformation with 80
neurons is trained to bridge this gap between uk and Tk .

To validate the Simulink model of AEBS, we run experiments in
Simulink and CARLAwith the same initial states and compare them
as shown in Figure 7. From the plot, we can see that the Simulink
model captures very well the behaviors of the (actual) AEBS in
CARLA.
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Figure 7: Validation of the Simulink model of AEBS. The
Simulink model captures well the behaviors of the actual
AEBS in CARLA.

5.5 Safety Verification of the AEBS
Physical constraints for safety verification.To verify the safety
of the AEBS, we need to take into account some essential physical
constraints of the system. First, the AEBS system uses a perception
component to detect the obstacle. The operating range of the per-
ception component is from 0 to 100 meters. Therefore, we are going
to verify the safety of the AEBS for the distance (between the car
to the obstacle) from 10 to 100 meters (we assume that the car is at
least 10 meters far away from the obstacle). Secondly, we limit the
maximum allowable velocity of the car is 35 m/s, i.e., ≈ 80 miles
per hour which is a usual upper limit of the speed on highways.

Thirdly, we need to know what is a reasonable constraint be-
tween initial conditions of the car’s velocity and its distance to the
obstacle such that if we apply a full braking action, the car is safe.
This information is important that we should know before verifying
the safety of AEBS because there are cases when even if we apply
the full braking action, the collision still occurs. For example, the
car is too close to the obstacle and is travelling at a high speed.
From Figure 5, we approximate an analytical formula for the full
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Figure 8: Safe initial conditions for full braking action.
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Figure 9: Set of initial conditions that needs to be verified for
the AEBS with the RL controller.

braking time that is τ (v) ≈ v/12.5. When the full braking action
occurs, the car goes a distance ds = 0.5aτ 2 + vτ before stopping,
where a is the average acceleration of the car which is equal to
a = ∆v/∆t = (0−v)/τ . Therefore, the average travel distance of the
car after applying a full brake is: ds = 0.5vτ = 0.5v2/12.5 = v2/25.
To guarantee the safety, the initial distance of the car d0 should be
larger than this travel distance, i.e., d0 > ds . Combining the above
limitation on the distance dmax = 100 m and the maximum allow-
able velocityvmax = 35 (m/s), a safe initial condition region for
full braking action is depicted in Figure 8. By partitioning the
safe initial condition region of the full braking action, we can de-
rive the reasonable initial conditions that need to be verified
for the safety of the AEBS with the RL controller as shown in
Figure 9. This is because, under the safety aspect, the RL controller
cannot overcome the full-braking action.

Finally, we need to find out what the minimum number of steps
that we should at least give a guarantee about the safety of the
system is. We should prove the safety of the system at least τ (v)
seconds in the future where τ (v) is the full braking time w.r.t the
velocityv . Therefore, the minimumnumber of steps that needs
to prove the safety is:min(kmax ) = τ (v)/∆t . For example, if v =
25 m/s, we should at least prove the safety of the system until
k = kmax = 2/(1/15) = 30 time steps.

Challenge and drawback of polyhedron approach [20, 24].
The main challenge in the safety verification of AEBS is how to
compute a tight reachable set of the AEBS model depicted in Figure

Figure 10: Reachable set of the AEBS computed using
polyhedron-based approach [20, 24] with the initial con-
ditions d0 ∈ [97, 97.5], v0 ∈ [25.2, 25.5]. The Over-
approximation error is exploded quickly after only 3 time
steps.

6. One can see that the control set U = {ut } applied to the plant is
derived from the transformation component that takes the output
set T = {Tt } from the RL controller and the velocity V = {vt } as
the input set. Therefore, to compute the control setU , we need to
compute the output set T of the RL controller and then combine
with the velocity set V = {vt } of the plant to form the input set
for the transformation neural network. The problem is how to
efficiently combine these sets to form the exact input set for the
transformation neural network. This problem is unsolvable if we
use the polyhedron-based approach [20, 24] since the relationship
between the output set T of the RL controller and the velocity
set V of the plant cannot be preserved in the computation. This
leads to a coarse combination which returns a coarse input set
for the transformation neural network. Consequently, the over-
approximation error is exploded quickly after only 3 time steps as
shown in Figure 10. From the figure, we can see that the obtained
reachable set is too conservative and cannot be used for safety
verification.

Overcome the challengewith our star-based approach.Our
star-based approach is an efficient technique to overcome the main
challenge discussed above. We perform both the exact and over-
approximate reachability analysis for the AEBS with the initial
conditions d0 ∈ [97, 97.5], v0 ∈ [25.2, 25.5] for 50 time steps.
The results are presented in Figure 11 and 12 with noticing that
we use boxes to represent the reachable sets. Our star-based ap-
proach eliminates (in the exact method) or reduces significantly
(in the over-approximation method) the over-approximation error
caused by the polyhedron-based approach. The reachable sets com-
puted from the star-based approach are tight and useful for safety
verification of the AEBS. The reachability analysis times of two
proposed methods are presented in Table 2. The Table shows that
the over-approximation method is faster than the exact method
while still produces tight reachable sets for the system. From the
figures, one can see that the reachable sets computed by the two
methods are almost the same. The time improvement of using the
over-approximation method increases as the number of time steps
grows. The reason that makes the over-approximation method
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Figure 11: Reachable set of the AEBS computed using the
exact star-based method with the initial conditions d0 ∈
[97, 97.5], v0 ∈ [25.2, 25.5]. The Over-approximation error
is eliminated.
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Figure 12: Reachable set of the AEBS computed using the
over-approximate star-based method with the initial con-
ditions d0 ∈ [97, 97.5], v0 ∈ [25.2, 25.5]. The Over-
approximation error is reduced significantly.
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Figure 13: Number of stars in the reachable sets of the AEBS
grows over time with the exact star-based method.

faster is, it produces only a single reachable set at every time step
while in the exact method, the number of reachable sets may grow
over time as depicted in Figure 13.

Checking safety using the computed reachable sets.To ver-
ify the safety of the AEBS, we consider the worst case, i.e., we want
to verify if the following constraint is satisfied in a bounded time,
max(TTC−1(d,a,v)) < τ−1(max(v)). To do that, we estimate the

Method N = 5 N = 10 N = 20 N = 30 N = 40 N = 50
Exact star 12.47 32.24 162.95 400.13 532.1 831
Over-approximate star 10.07 21.09 42.86 63.98 83.3 104.44
Time improvement 1.24x 1.53x 3.8x 6.25x 6.39x 7.96x

Table 2: Reachability analysis times (measured in seconds)
of the exact and over-approximate star methods in which
N is the number of time steps. The experiment is done
on a computer with following configurations: Intel Core i7-
8859H CPU @ 2.6GHz × 4 Processor, 32 GiB Memory, Win-
dow 10 Pro OS. We use 6 cores for the computation.

10 20 30 40 50 60
Time steps

10

20

V
el

oc
ity

(m
/s

)

10 20 30 40 50 60
Time steps

0

0.5

1
Worst case inverse full braking time

Figure 14: The inverse TTC over time is smaller than the
worst case inverse full braking time τ−1(max(v)). The AEBS
is safe (for 60 time steps) with the initial conditions d0 ∈
[97, 97.5], v0 ∈ [25.2, 25.5].

ranges of TTC−1 in 60 time steps (two times larger than the min-
imum requirement kmax = 30) using the ranges of the distance,
velocity, and acceleration of the car from the computed reachable
sets and check if it satisfies the requirement or not. The result
is illustrated in Figure 14 which shows that the inverse TTC is
smaller than the worst case inverse full braking time τ−1(max(v)).
Therefore, the AEBS is safe for 60 time steps in the future.

5.6 Safe Initial Conditions of the AEBS
From the physical constraints of the car, we have derived the set
of initial conditions that need to be verified for the AEBS with RL
controller as depicted in Figure 9. It is important to determine in
these initial conditions, which regions are safe for the AEBS with
RL controller and which ones are risks. We perform our safety
verification methods on each partition Ii , i = 1, 2, · · · , 9 of the
initial conditions to find the safe regions. We perform the search
as follows. We partition the distance range [10, 100] into 9 smaller
ranges with the same width of 10, i.e.,di = [10i, 10(i+1)], 1 ≤ i ≤ 9.
For the ith individual distance range, we search for the maximum
velocity vimax such that the RL controller can guarantee the safety
of the system in kmax = 50 time steps for the initial condition
of [di ,vimax ]. The results of vmax are presented in Table 3. From
the information of vmax , we visualize the safe region of the initial
conditions for the AEBS as depicted in Figure 15.
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d(m) [0, 10] [10, 20] [20, 30] [30, 40] [40, 50]
vmax (m/s) — 4 7 8 10
d(m) [50, 60] [60, 70] [70, 80] [80, 90] [90, 100]
vmax (m/s) 15 19 21 24 26

Table 3: Safe initial conditions for the AEBS with RL con-
troller in which d is the distance range and vmax is the max-
imum allowable velocity such that the system is still safe.
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Figure 15: Safe region of the initial conditions of the AEBS
with the RL controller.

6 RELATEDWORK
Verification, testing, and falsification for cyber-physical systems
(CPS) containing learning enable components have become an
emerging research topic recently. Toward verification for CPS with
learning enable components, several methods have been proposed
recently to verify the safety of feedback neural network control
systems [10, 16, 17, 22, 24]. The early polyhedron-based approach
has been extended for safety verification of neural network con-
trolled systems in [24] in which the plant is assumed to be linear
and discrete. Recently, Verisig [10] proposes an approach that trans-
forms a neural network controller with sigmoid activation function
to an equivalent nonlinear hybrid system which is then combined
with the plant dynamics before utilizing Flow* [5] to verify its
safety properties. Another approach using satisfiability modulo
convex (SMC) solver for formal verification of NNCS has been pro-
posed in [17]. In this context, the closed-loop control system was
encoded as monotone SMC formulas which were formally verified
by SMC decision procedures. Impressively, this method is sound
and complete with noticing that the plant dynamics is linear and
discrete. Last but not least, a new abstraction method [16] has been
proposed for NNCS verification in which an “local” Taylor model
over-approximation of neural network controller was obtained and
integrated into Flow*, a flowpipe constructor using Taylor model,
to compute a tight over-approximation reachable set of NNCS. This
method is impressively fast and scalable for NNCS verification and
more importantly, it can reduce over-approximation errors signif-
icantly in reachable set computation process and can deal with
relative large input sets. A summary of recent verification meth-
ods is given in Table 4. In the testing context, a simulation-based
test generation framework for autonomous vehicles with machine
learning components has been proposed in [21] to enhance the
reliability of autonomous driving systems. In the falsification con-
text, a compositional falsification framework for CPS with machine

Approaches Plant Dynamics Discrete/Continuous Activation Function Size of Controller
Polyhedron-based [24] Linear Discrete ReLU ≤ 100 neurons
Verisig [10] Linear, Nonlinear Discrete, Continuous Sigmoid, Tanh ≤ 50 neurons
SMC-based [17] Linear Discrete ReLU ≤ 200 neurons
Sherlock [16] Linear, Nonlinear Discrete, Continuous ReLU ≤ 500 neurons
Star-based Linear Discrete ReLU ≤ 200 neurons

Table 4: Approaches for neural network control systems ver-
ification in which the sizes of controllers are collected from
the related experimental results.

learning components has been proposed in [7]. In this framework,
a temporal logic falsifier cooperates efficiently with a machine
learning analyzer to find falsifying executions of the system. The
effectiveness of the proposed framework was shown via Automatic
Emergency Braking System (AEBS).

In this paper, we focus on safety verification of linear, discrete
NNCS with ReLU activation function. We mainly focus on the
exact and over-approximate analysis for such a system which aims
at eliminating or significantly reducing the over-approximation
error in the reachable set computation. We emphasize that our
approach can be combined with the zonotope-based reachability
algorithms [1, 8] to deal with NNCS with both continuous and
discrete nonlinear plant. However, this problem is not the main
focus of the paper.

7 CONCLUSION
We have proposed two efficient, exact and over-approximate reach-
ability schemes and an optimization-based approach for safety
verification of CPS with RL controller where the safety specifica-
tion is defined based on a nonlinear transformation of the system
states. From thorough experiments on the practical AEBS, we have
shown that our method is computationally cheaper and less conser-
vative than the existing polyhedron approach. More important, it is
applicable for real-word applications. Our future work is extending
the proposed methods for nonlinear NNCS with other types of
nonlinear activation functions such as Tanh or Sigmoid.
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Abstract. In this paper, we investigate logic extraction as a means for
building explainable AI. Blackbox AI system is used as an oracle that can
label inputs with positive or negative label depending on its decision. We
formulate generating explanations as the problem of learning Boolean
formulae from examples obtained by actively querying such an oracle.
This problem has exponential worst-case complexity in the general case
as well as for many restrictions. In this paper, we focus on learning
sparse Boolean formulae which depend on only a small (but unknown)
subset of the overall vocabulary of atomic propositions. We propose two
algorithms - first, based on binary search in the Hamming space, and the
second, based on random walk on the Boolean hypercube, to learn these
sparse Boolean formulae with a given confidence. This assumption of
sparsity is motivated by the problem of mining explanations for decisions
made by artificially intelligent (AI) algorithms, where the explanation of
individual decisions may depend on a small but unknown subset of all the
inputs to the algorithm. We demonstrate the use of these algorithms in
automatically generating explanations of these decisions. We show that
the number of examples needed for both proposed algorithms only grows
logarithmically with the size of the vocabulary of atomic propositions.
We illustrate the practical effectiveness of our approach on a diverse set
of case studies. In this paper, we summarize the results presented in our
recent work [7, 5].

1 Introduction

The rapid integration of intelligent and autonomous agents into our industrial
and social infrastructure has created an immediate need for establishing trust
between these agents and their human users. Decision-making and planning al-
gorithms central to the operation of these systems currently lack the ability
to explain the choices and decisions that they make. This is particularly prob-
lematic when the results returned by these algorithms are counter-intuitive. It
is important that intelligent agents become capable of responding to inquiries
from human users. For example, when riding in an autonomous taxi, we might
expect to query the AI driver using questions similar to those we would ask a
human driver, such as “why did we not take the Bay Bridge”, and receive a re-
sponse such as “there is too much traffic on the bridge” or “there is an accident
on the ramp leading to the bridge or in the middle lane of the bridge.” These
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explanations are essentially formulae in propositional logic formed by combining
the atomic propositions corresponding to the user-observable system and the
environment states using Boolean connectives.

Even though the decisions of intelligent agents are the consequence of al-
gorithmic processing of perceived system and environment states, the straight-
forward approach of reviewing this processing is not practical. There are three
key reasons for this. First, AI algorithms use internal states and intermediate
variables to make decisions which may not be observable or interpretable by a
typical user. For example, reviewing decisions made by the A* planning algo-
rithm [12] could reveal that a particular state was never considered in the priority
queue. But this is not human-interpretable, because a user may not be familiar
with the details of how A* works. Second, the efficiency and effectiveness of many
AI algorithms relies on their ability to intelligently search for optimal decisions
without deducing information not needed to accomplish the task, but some user
inquiries may require information that was not inferred during the original exe-
cution of the algorithm. For example, a state may never be included in the queue
of a heuristic search algorithm like A* because either it is unreachable or it has
very high cost. Thus, the ability to explain why this state is not on the com-
puted path will require additional effort. Third, artificial intelligence is often
a composition of numerous machine learning and decision-making algorithms,
and explicitly modeling each one of these algorithms is not practical. Instead,
we need a technique which can treat these algorithms as black-box oracles, and
obtain explanations by observing their output on selected inputs.

These observations motivate us to formulate the problem of generating ex-
planations as an oracle-guided learning of Boolean formula where the AI algo-
rithm is queried multiple times on carefully selected inputs to generate examples,
which in turn are used to learn the explanation. Given the observable system
and environment states, S and E respectively, typical explanations depend on
only a small subset of elements in the overall vocabulary V = S ∪ E, that is,
if the set of state variables on which the explanation φ depends, is denoted by
support(φ) ⊆ V , then |support(φ)| << |V | (sparse). The number of examples
needed to learn a Boolean formula is exponential in the size of the vocabulary
in the general case [11, 10, 3]. Our approach builds on recent advances in formal
synthesis [8, 4, 9].

We summarize the following recent contributions made towards logic extrac-
tion for explainable AI. We formulate the problem of finding explanations for
decision-making AI algorithms as the problem of learning sparse Boolean for-
mulae. We present two algorithms to learn sparse Boolean formula where the
size of required examples grows logarithmically (in contrast to exponentially in
the general case) with the size of the overall vocabulary. We theoretically and
empirically compare these algorithms. The first algorithm is based on a binary
search in the Hamming space first described in our earlier work [5]. The second
algorithm is based on random walk in the Boolean hypercube reported in our
earlier work [7]. We present case studies used to demonstrate the effectiveness
of our approach.



Explainable AI 3

2 Motivating Example

We describe a motivating example to illustrate the problem of providing human-
interpretable explanations for the results of an AI algorithm. We consider the
A* planning algorithm [12], which enjoys widespread use in path and motion
planning due to its optimality and efficiency. Given a description of the state
space and transitions between states as a weighted graph where weights are used
to encode costs such as distance and time, A* starts from a specific node in the
graph and constructs a tree of paths starting from that node, expanding paths
in a best-first fashion until one of them reaches the predetermined goal node.
At each iteration, A* determines which of its partial paths is most promising
and should be expanded. This decision is based on the estimate of the cost-
to-go to the goal node. Specifically, A* selects an intermediate node n that
minimizes totalCost(n) = partialCost(n) + guessCost(n), where totalCost

is the estimated total cost of the path that includes node n, obtained as the sum
of the cost (partialCost(n)) of reaching n from the initial node, and a heuristic
estimate of the cost (guessCost(n)) of reaching the goal from n . The heuristic
function guessCost is problem-specific: e.g., when searching for the shortest
path on a Manhattan grid with obstacles, a good guessCost is the straight
line distance from the node n to the final destination. Typical implementations
of A* use a priority queue to perform the repeated selection of intermediate
nodes. This priority queue is known as the open set or fringe. At each step of the
algorithm, the node with the lowest totalCost value is removed from the queue,
and “expanded”, This means that the partialCost values of its neighbors are
updated accordingly based on whether going through n improves them, and
these neighbors are added to the queue. The algorithm continues until some
goal node has the minimum cost value, totalCost, in the queue, or until the
queue is empty (in which case no plan exists). The totalCost value of the goal
node is then the cost of the optimal path. We refer readers to [12] for a detailed
description of A*. In rest of this section, we illustrate the need for providing
explanations using a simple example map and application of A* on it to find the
shortest path.

Figure 1 depicts the result of running A* on a 50×50 grid, where cells that
form part of an obstacle are colored red. The input map (Figure 1 (a)) shows
the obstacles and free space. A* is run to find a path from lower right corner to
upper left corner. The output map is shown in Figure 1 (b).

Consider the three cells X,Y,Z marked in the output of A* in Figure 1 (b)
and the following inquiries on the optimal path discovered by A*:

– Why was the cell Y not selected for the optimal path? Given the output and
logged internal states of the A* algorithm, we know that Y was considered
as a candidate cell but discarded due to non-optimal cost.

– Why was the cell X not selected for the optimal path? If we logged the internal
states of the A* algorithm, we would find that X was not even considered
as a candidate and it never entered the priority queue of the A* algorithm.
But this is not a useful explanation because a non-expert user cannot be
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Fig. 1: (a) Input map to A* (b) Output showing final path and internal states
of A*. Cells on the computed optimal path are colored dark blue. Cells which
entered A*’s priority queue are colored light cyan, and those cells that never

entered the queue are colored yellow.

expected to understand the concept of a priority queue, or the details of
how A* works.

– Why was the cell Z not selected for the optimal path? The cell Z was also
never inserted into the priority queue and hence, it was never a candidate to
be selected on the optimal path similar to cell X. When responding to a user
query about why X and Z were not selected in the optimal path, we cannot
differentiate between the two even if all the internal decisions and states of
the A* algorithm were logged. So, we cannot provide the intuitively expected
explanation that Z is not reachable due to obstacles, while X is reachable
but has higher cost than the cells that were considered.

This example scenario illustrates the need for new information to provide ex-
planation in addition to the usual deduction by AI algorithm while solving the
original decision making problem.

3 Problem Definition

A decision-making AI algorithm Alg can be modelled as a function that com-
putes the values of output variables out given input variables in, that is,

Alg : in→ out

The outputs are the decision variables, while the inputs include the environment
and system states as observed by the system through the perception pipeline.
While the decision and state variables can be continuous and real valued, the
inquiries and explanations are framed using predicates over these variables, such



Explainable AI 5

as comparison of a variable to some threshold. These predicates can either be
directly provided by the user or the developer of the AI system, or they can be
automatically extracted from the implementation of the AI system by includ-
ing predicates that appear in the control flow of the AI system. These must be
predicates over the input and output variables, that is, in and out, which are un-
derstood by the users. Our approach exploits the sparsity of Boolean formula for
learning the explanations and so, the vocabulary can include all possible predi-
cates and variables that might be useful for explaining AI decisions. We propose
methods to efficiently find relevant variables where these methods only depend
logarithmically on the size of the vocabulary. This ensures that the definition
of vocabulary can conveniently include all possible variables, and our approach
can automatically find the relevant subset and synthesize the corresponding ex-
planation.

We denote the vocabulary of atomic predicates used in the inquiry from the
user and the provided explanation from the system by V. We can separate the
vocabulary V into two subsets: VQ used to formulate the user inquiry and VR
used to provide explanations.

VQ = {q1, q2, . . . qm},VR = {r1, r2, . . . rn} where qi, ri : in ∪ out→ Bool

Intuitively, V is the shared vocabulary that describes the interface of the AI
algorithm and is understood by the human-user. For example, the inquiry vo-
cabulary for a planning agent may include propositions denoting selection of a
waypoint in the path, and the explanation vocabulary may include propositions
denoting presence of obstacles on a map.

An inquiry φQ from the user is an observation about the output (decision)
of the algorithm, and can be formulated as a Boolean combination of predicates
in the vocabulary VQ. Hence, we can denote it as φQ(VQ) where the predicates
in VQ are over the set in ∪ out, and the corresponding grammar is:

φQ := φQ ∧ φQ | φQ ∨ φQ |¬φQ | qi where qi ∈ VQ
While conjunction and negation are sufficient to express any Boolean combina-
tion, we include disjunction and implication for succinctness of inquiries. Sim-
ilarly, the response φR(VR) is a Boolean combination of the predicates in the
vocabulary VR where the predicates in VR are over the set in ∪ out, and the
corresponding grammar is:

φR := φR ∧ φR | φR ∨ φR | ¬φR | ri where ri ∈ VR

Definition 1. Given an AI algorithm Alg and an inquiry φQ(VQ), φR(VR) is a
necessary and sufficient explanation when φR(VR) ⇐⇒ φQ(VQ) where VR,VQ
are predicates over in∪ out as explained earlier, and out = Alg(in). φR(VR) is
a sufficient explanation when φR(VR)⇒ φQ(VQ).

If the algorithm out = Alg(in) could be modeled explicitly in appropriate
logic, then the above definition could be used to generate explanations for a given
inquiry using techniques such as satisfiability solving. However, such an explicit
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modeling of these algorithms is currently outside the scope of existing logical
deduction frameworks, and is impractical for large and complicated AI systems
even from the standpoint of the associated modeling effort. The AI algorithm Alg

is available as an executable function; hence, it can be used as an oracle that can
provide an outputs for any given input. This motivates oracle-guided learning of
the explanation from examples using the notion of confidence associated with it.

Definition 2. Given an AI algorithm Alg and an inquiry φQ(VQ), φR(VR)
is a necessary and sufficient explanation with probabilistic confidence κ when
Pr(φR(VR) ⇐⇒ φQ(VQ)) ≥ κ, where VR,VQ are predicates over in ∪ out as
explained earlier, out = Alg(in) and 0 ≤ κ ≤ 1. The probability of satisfaction
of φR(VR) ⇐⇒ φQ(VQ) is computed using uniform distribution over the vari-
ables in V. This uniform distribution is not an assumption over the context in
which an AI algorithm Alg is used. This uniform distribution is only used to
estimate the probability of finding the correct explanation. Similarly, φR(in) is
a sufficient explanation with confidence κ when Pr(φR(VR)⇒ φQ(VQ)) ≥ κ.

The oracle used to learn the explanation uses the AI algorithm. It runs the
AI algorithm on a given input ini to generate the decision output outi, and
then marks the input as a positive example if φQ(outi) is true, that is, the
inquiry property holds on the output. It marks the input as a negative example
if φQ(outi) is not true. We call this an introspection oracle which marks each
input as either positive or negative.

Definition 3. An introspection oracle OφQ,Alg for a given algorithm Alg and
inquiry φQ takes an input ini and maps it to a positive or negative label, that is,
OφQ,Alg : in→ {⊕,	}.

OφQ,Alg(ini) = ⊕ if φQ(VQ(outi)) and OφQ,Alg(ini) = 	 if ¬φQ(VQ(outi)), where

outi = Alg(ini), and VQ(outi) is the evaluation of the predicates in VQ on outi

We now formally define the problem of learning Boolean formula with spec-
ified confidence κ given an oracle that labels the examples.

Definition 4. The problem of oracle-guided learning of Boolean formula from
examples is to identify (with confidence κ) the target Boolean function φ over
a set of atomic propositions V by querying an oracle O that labels each input
ini (which is an assignment to all variables in V) as positive or negative {⊕,	}
depending on whether φ(ini) holds or not, respectively.

We make the following observations which relates the problem of finding
explanations for decisions made by AI algorithms to the problem of learning
Boolean formula.

Observation 1 The problem of generating explanation φR for the AI algorithm
Alg and an inquiry φQ is equivalent to the problem of oracle-guided learning of
Boolean formula φR using oracle OφQ,Alg as described in Definition 4.
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φ[ri] denotes the restriction of the Boolean formula φ by setting ri to true

in φ and φ[ri] denotes the restriction of φ by setting ri to false. A predicate ri
is in the support of the Boolean formula φ, that is, ri ∈ support(φ) if and only
if φ[ri] 6= φ[ri].

Observation 2 The explanation φR over a vocabulary of atoms VR for the
AI algorithm Alg and a user inquiry φQ is a sparse Boolean formula, that is,
|support(φR)| << |VR|.

These observations motivate the following problem definition for learning
sparse Boolean formula.

Definition 5. Boolean function φ is called k-sparse if |support(φR)| ≤ k. The
problem of oracle-guided learning of k-sparse Boolean formula from examples is
to identify (with confidence κ) the target k-sparse Boolean function φ over a
set of atomic propositions V by querying an oracle O that labels each input ini
(which is an assignment to all variables in V) as positive or negative {⊕,	}
depending on whether φ(ini) holds or not, respectively.

The explanation of decisions made by an AI algorithm can be generated by
solving the problem of oracle-guided learning of k-sparse Boolean formula.

4 Learning Sparse Boolean Formula

Recall that the vocabulary of explanation is VR = {r1, r2, . . . , rn}. Given any two
inputs in1 and in2, we define the difference between them as follows: diff(in1, in2)
= {i | ri(in1) 6= ri(in2)}. Next, we define a distance metric d on inputs as the
size of the difference set, that is, d(in1, in2) = |diff(in1, in2)|. d(in1, in2) is the
Hamming distance between the n-length vectors that record the evaluation of
the atomic predicates ri in VR. We say that two inputs in1, in2 are neighbours if
and only if d(in1, in2) = 1. We also define a partial order � on inputs as follows:
in1 � in2 iff ri(in1)⇒ ri(in2) for all 1 ≤ i ≤ n.

Given an input in and a set J ⊆ {1, 2, . . . , n}, a random J-preserving mu-
tation of in, denoted mutset(in, J), is defined as: mutset(in, J) = {in′|in′ ∈
in and rj(in

′) = rj(in) for all j ∈ J}.
A random walk walk over the Boolean hypercube starts with a random initial

input in0. The input at iteration t+1 is int+1 = walk(int) and int+1 is obtained
by randomly sampling an index j from [1, n] with uniform probability and then
flipping the variable at index j of int with probability 1/2.

p(walk(int) = in | int) =
1

2
if in = int =

1

2n
if d(in, int) = 1

Learning Based on Binary Search in Hamming Space: We begin
with two random inputs in1, in2 on which the oracle OφQ,Alg returns different
labels, for example, it returns positive on in1 and negative on in2 without loss
of generality. Finding such in1, in2 can be done by sampling the inputs and
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querying the oracle until two inputs disagree on the outputs. The more samples
we find without getting a pair that disagree on the label, the more likely it is
that the Boolean formula being used by the oracle to label inputs is a constant
(either true or false).

We can define sample(OφQ,Alg, in, J, κ) that samples m = 2k ln(1/(1 − κ))
inputs from the set mutset(in, J) and generates two inputs on which the oracle
OφQ,Alg disagrees and produces different outputs. If it cannot find such a pair of
inputs, it returns ⊥. Lemma 1 justifies why the size m of the samples is sufficient
to achieve the probabilistic confidence κ.

Lemma 1. If m random samples in1, in2, . . . , inm from mutset(in, J) produce
the same output as input ‘in’ for the oracle OφQ,Alg where φR is k-sparse, then
the probability that all mutations in′ ∈ mutset(in, J) produce the same output
(that is, the oracle is a constant function over mutset(in, J)) is at least κ, where
m = 2k ln(1/(1− κ)).

If sample(OφQ,Alg, in, J, κ) returns ⊥, we have found the constant function.
Otherwise, it returns two inputs in1, in2 on which the oracle disagrees. We find
J = diff(in1, in2) = {i1, i2, . . . , il} on which the inputs differ with respect to
the vocabulary VR = {r1, r2, . . . , rn}. We partition J into two subsets J1 =
{i1, i2, . . . , ibl/2c} and J2 = {ibl/2c+1, ibl/2c+2, . . . , il}. The two sets J1 and J2
differ in size by at most 1. The set of inputs that are halfway between the two
inputs w.r.t the Hamming distance metric d defined earlier is given by the set
bisect(in1, in2) defined as:

bisect(in1, in2) = {in′| ∀j ∈ J1 rj(in′) iff rj(in1),∀j ∈ J2 rj(in′) iff rj(in2)}

Satisfiability solvers can be used to generate an input in′ from bisect(in1, in2).
The oracle OφQ,Alg is run on in′ to produce the corresponding label. This label
will match either the label for the input in1 or that of the input in2. We discard
the input whose label matches in′ to produce the next pair of inputs, that is,

introspect(in1, in2) =

{
(in1, in

′) if OφQ,Alg(in
′) 6= OφQ,Alg(in2)

(in′, in2) if OφQ,Alg(in
′) 6= OφQ,Alg(in1)

where in′ ∈ bisect(in1, in2)

Starting from an initial pair of inputs on which OφQ,Alg produces different
labels, we repeat the above process, considering a new pair of inputs at each itera-
tion until we have two inputs in1, in2 that are neighbours, with diff(in1, in2, S) =
{j}. At this point, we can conclude that rj ∈ VR is in the support of the expla-
nation φR because changing the assignment of rj changes the response of the
oracle.

We add rj to the set of variables VφR
. We repeat the above process twice to

find the next relevant variable to add to the support set by setting rj to first true
and then false. This introspective search for variables in the support set VφR

is
repeated till we cannot find a pair of inputs in1, in2 on which the oracle produces
different outputs. This continues till the sample(OφQ,Alg, in, J, κ) returns ⊥ and
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we have found all the relevant variables with probabilistic confidence κ. This
overall algorithm for finding the support of the explanations φR with probability
κ is presented in Algorithm 1 using the oracle OφQ,Alg.

Algorithm 1 Computation of VφR
using binary search in Hamming space:

getSupport(OφQ,Alg, in, J, κ)

if sample(OφQ,Alg, in, J, κ) = ⊥ then
// The J-restricted Boolean formula is constant function with probability κ.
return {}

else
(in1, in2)⇐ sample(OφQ,Alg, in, J, κ)
while |diff(in1, in2)| 6= 1 do
in1, in2 ⇐ introspect(in1, in2)

ri is the singleton element in diff(in1, in2)
J ⇐ J ∪ {i}
return {ri} ∪ getSupport(OφQ,Alg, in1, J, κ) ∪ getSupport(OφQ,Alg, in2, J, κ)

Learning Based on Random Walk in Boolean Hypercube: The al-
gorithm for finding relevant variables using random walk in Boolean hypercube
starts with a random initial input in0. This input is a vertex in the n-dimensional
Boolean hypercube of the VR variables. The algorithm performs a random walk
from this vertex, proceeding in iteration t from the vertex int to the vertex
walk(int) = int+1. As defined earlier, walk probabilistically either chooses to
stay at the same vertex, or to move to a vertex which is 1 Hamming distance away
where the differing variable in VR is uniformly selected from the n variables. This
random walk is performed for at most L(k′, κ) = 2k

′
(2k′2)(1 + log k′) log(k′/κ)

steps when searching for k′ relevant variables. Using results from mixing time,
we will later show that random walk of this length must either find two neigh-
boring vertices on which the oracle produces different labels or the oracle com-
putes a constant function with probabilistic confidence κ. When we find neigh-
boring vertices with different labels, we can find the single variable on which
these two inputs differ and clearly, this variable is a relevant variable since
changing its assignment changes the output of the oracle. This is repeated to
find all the relevant variables. The recursive Algorithm 2 is initially called as
getSupportRW(OφQ,Alg, in0, {}, κ, k′) with random initial input in0 and an empty
set as the so far found variables, J = {}. For learning sparse Boolean formula,
we may not know the size of the support set and so, Algorithm 2 is repeated
with k′ = 1, 2, . . . , k till we can’t find more relevant variables. We analyze the
complexity of this algorithm in Section 4, and show that the number of examples
required to find all the relevant variables is logarithmic in the size of the vocab-
ulary VR. Lemma 2 establish that L(k′, κ) = 2k

′
(2k′2)(1 + log k′) log(n/(1− κ))

is a sufficiently long random walk that the function must be constant if all the
vertices have the same label.
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Algorithm 2 Computation of VφR
using random walk over Boolean hypercube:

getSupportRW(OφQ,Alg, in, J, κ, k
′)

t = 0
while t ≤ L(k′, κ) do
int+1 = walk(int)
if OφQ,Alg(in

t+1) 6= OφQ,Alg(in
t) then

ri is the singleton element in diff(int+1, int)
J ⇐ J ∪ {i}
return getSupportRW(OφQ,Alg, in, J, κ, k

′)
t = t + 1

return J

Lemma 2. The expected mixing time of the uniform random walk in Algo-
rithm 2 is smaller than k(1 + log k) where k = |VR| is the number of relevant
variables, that is, the expected number of steps starting from any vertex in the
hypercube, after which sampling is identical to uniform sampling from all the 2n

possible assignments is less than k(1 + log k). This is a formulation of the well
known “coupon collector’s problem” [1].

Learning Boolean formula φR with given support We adopt a tech-
nique based on the use of distinguishing inputs proposed by us in [4], and de-
scribed in [6]. The theoretical analysis and empirical evaluation of the presented
approach is described in [6] and [7]. For brevity, we state the main theoretical
result here:

Theorem 1. The overall algorithm to generate k-sparse explanation φR for a
given query φQ takes O(22k ln(n/(1 − κ))) queries to the oracle, that is, the
number of examples needed to learn the Boolean formula grows logarithmically
with the size of the vocabulary n.

5 Conclusion and Future Work

We present an algorithm to first find the support of any sparse Boolean for-
mula using two alternative methods, followed by a formal synthesis approach to
learn the target formula from examples. We demonstrate how this method can
be used to learn Boolean formulae corresponding to the explanation of decisions
made by an AI algorithm. We identify two dimensions along which our work
can be extended. First, the approach needs to be extended to non deterministic
AI systems by considering learning Boolean formula from a noisy oracle. Fur-
ther, we are working on combining this model-agnostic method for generating
explanations by interrogating the model with white-box methods for analyzing
neural networks [2]. This work is a first step towards using formal methods, par-
ticularly, formal synthesis to aid in interpretability of artificial intelligence by
automatically generating explanations of decisions made by AI algorithms.
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